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1 FUNDAMENTALS OF NONLINEAR OPTIMIZATION

Broadly speaking, optimization is concernedwith findingminimal values of a given function

(as well as, ideally, the argument(s) for which the value is minimal). In the context of

data science, these functions are typically loss functions for regression, classification, and

training tasks. The two crucial properties of functions that allow us to do this effectively

are smoothness and convexity. In this chapter, we first discuss these two basic properties. We

then give a very general result on existence of minimizers and characterize these through

derivatives.

Throughout the following, we endow ℝ𝑛
with the Euclidean inner product

⟨𝑥, 𝑦⟩ := 𝑥𝑇 𝑦 :=
𝑛∑︁
𝑖=1

𝑥𝑖𝑦𝑖

together with the induced (Euclidean) norm

∥𝑥 ∥ :=
√︁
⟨𝑥, 𝑥⟩ for all 𝑥 ∈ ℝ𝑛,

which satisfies the following crucial properties: For all 𝑥, 𝑦 ∈ ℝ, there hold

(i) the Pythagoras identity

∥𝑥 + 𝑦 ∥2 = ∥𝑥 ∥2 + 2⟨𝑥, 𝑦⟩ + ∥𝑦 ∥2
;

(ii) the Cauchy-Schwarz inequality

|⟨𝑥, 𝑦⟩| ≤ ∥𝑥 ∥∥𝑦 ∥,

with equality if and only if 𝑥 = 𝛼𝑦 for some 𝛼 ∈ ℝ.

1.1 smoothness

A function 𝐹 : ℝ𝑛 → ℝ𝑚 is called (Fréchet-)differentiable in 𝑥 , if there exists a linear

mapping 𝐹 ′(𝑥) : ℝ𝑛 → ℝ𝑚 with

lim

∥ℎ∥→0

∥𝐹 (𝑥 + ℎ) − 𝐹 (𝑥) − 𝐹 ′(𝑥)ℎ∥
∥ℎ∥ = 0.

1



1 fundamentals of nonlinear optimization

The matrix representation of this linear mapping (with respect to the canonical basis) is

called Jacobi matrix of 𝐹 in 𝑥 whose elements are the partial derivatives of 𝐹 𝑗 with respect

to 𝑥𝑖 ; we will not distinguish this by notation. If the mapping 𝑥 ↦→ 𝐹 ′(𝑥) is continuous (i.e.,
∥𝑥𝑘 − 𝑥 ∥ → 0 implies ∥𝐹 ′(𝑥𝑘) − 𝐹 ′(𝑥)∥ → 0), then 𝐹 is called continuously differentiable.

Specifically for𝑚 = 1 and 𝑓 : ℝ𝑛 → ℝ we will more often need the transposed Jacobi

matrix, called the gradient

∇𝑓 (𝑥) =
(
𝜕𝑓 (𝑥)
𝜕𝑥1

, . . . ,
𝜕𝑓 (𝑥)
𝜕𝑥𝑛

)𝑇
∈ ℝ𝑛 .

In contrast to the derivative 𝑓 ′(𝑥), the gradient ∇𝑓 (𝑥) is therefore a column vector as well

and corresponds to the Riesz representative of 𝑓 ′(𝑥) with respect to the inner product,

i.e.,

⟨∇𝑓 (𝑥), ℎ⟩ = 𝑓 ′(𝑥)ℎ = lim

𝑡→0

𝑓 (𝑥 + 𝑡𝑑) − 𝑓 (𝑥)
𝑡

(Hence for a given vector 𝑑 ∈ ℝ𝑛
(with ∥𝑑 ∥ = 1), the directional derivative ⟨∇𝑓 (𝑥), 𝑑⟩ gives

the slope of 𝑓 in 𝑥 in direction 𝑑 .)

If the mapping 𝑥 ↦→ ∇𝑓 (𝑥) is continuous (i.e., ∥𝑥𝑘 → 𝑥 ∥ → 0 implies ∥∇𝑓 (𝑥𝑘)−∇𝑓 (𝑥)∥ →
0), then 𝑓 is called continuously differentiable or smooth. If the gradient is even Lipschitz

continuous, i.e., there exists 𝐿 > 0 such that

∥∇𝑓 (𝑥) − ∇𝑓 (𝑦)∥ ≤ 𝐿∥𝑥 − 𝑦 ∥ for all 𝑥, 𝑦 ∈ ℝ𝑛,

then 𝑓 is called 𝐿-smooth. Clearly, any 𝐿-smooth function is smooth.

A core tool throughout the following is the Taylor expansion, which we will apply in the

form of the following mean value theorems.

Theorem 1.1 (mean value theorem I). Let 𝑓 : ℝ𝑛 → ℝ be smooth. Then for any 𝑥, 𝑦 ∈ ℝ𝑛
,

there exists a 𝜉 := 𝑦 + 𝜗 (𝑥 − 𝑦) with 𝜗 ∈ (0, 1) such that

𝑓 (𝑦) = 𝑓 (𝑥) + ⟨∇𝑓 (𝜉), 𝑦 − 𝑥⟩.

For vector-valued functions 𝐹 : ℝ𝑛 → ℝ𝑚 , we cannot apply this theorem directly (since in

general we cannot find a uniform 𝜗 for all components). However, we have an analogous

result in integral form.

Theorem 1.2 (mean value theorem II). Let 𝐹 : ℝ𝑛 → ℝ𝑚 be continuously differentiable. Then

for any 𝑥, 𝑦 ∈ ℝ𝑛
,

𝐹 (𝑦) = 𝐹 (𝑥) +
∫

1

0

⟨∇𝐹 (𝑥 + 𝜗 (𝑦 − 𝑥)), 𝑦 − 𝑥⟩ 𝑑𝜗.
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1 fundamentals of nonlinear optimization

For 𝐿-smooth functions, this implies a very useful property sometimes known as the descent

lemma (for reasons we will see in the next chapter).

Corollary 1.3 (descent lemma). Let 𝑓 : ℝ𝑛 → ℝ be 𝐿-smooth. Then for any 𝑥, 𝑦 ∈ ℝ𝑛
,

𝑓 (𝑥) ≤ 𝑓 (𝑦) + ⟨∇𝑓 (𝑦), 𝑥 − 𝑦⟩ + 𝐿

2

∥𝑥 − 𝑦 ∥2.

1.2 convexity

Recall that a set 𝑋 ⊂ ℝ𝑛
is called convex, if for all 𝑥, 𝑦, ∈ 𝑋 and all 𝜆 ∈ (0, 1) also 𝜆𝑥 + (1 −

𝜆)𝑦 ∈ 𝑋 .

Let now 𝑋 ⊂ ℝ𝑛
be convex. A function 𝑓 : 𝑋 → ℝ is then called

(i) convex (on 𝑋 ), if for all 𝑥, 𝑦 ∈ 𝑋 and all 𝜆 ∈ [0, 1],

𝑓 (𝜆𝑥 + (1 − 𝜆)𝑦) ≤ 𝜆𝑓 (𝑥) + (1 − 𝜆) 𝑓 (𝑦);

(ii) strictly convex (on 𝑋 ), if for all 𝑥, 𝑦 ∈ 𝑋 with 𝑥 ≠ 𝑦 and all 𝜆 ∈ (0, 1),

𝑓 (𝜆𝑥 + (1 − 𝜆)𝑦) < 𝜆𝑓 (𝑥) + (1 − 𝜆) 𝑓 (𝑦);

(iii) strongly convex (on 𝑋 ), if there exists a modulus of convexity 𝜇 > 0 such that for all

𝑥, 𝑦 ∈ 𝑋 and all 𝜆 ∈ [0, 1],

𝑓 (𝜆𝑥 + (1 − 𝜆)𝑦) + 𝜆(1 − 𝜆) 𝜇
2

∥𝑥 − 𝑦 ∥2 ≤ 𝜆𝑓 (𝑥) + (1 − 𝜆) 𝑓 (𝑦).

Clearly every strongly convex function is strictly convex, and every strictly convex function

is convex; the reverse implications don’t hold in general. In analogy with 𝐿-smoothness,

we will also call a strongly convex function 𝜇-convex if we want to emphasize the concrete

modulus of convexity. It is straightforward if tedious to verify using the Pythagoras identity

that if 𝐹 is convex, 𝐹 + 𝜇

2
∥ · ∥2

is 𝜇-convex for all 𝜇 > 0.

For smooth functions, we can use the mean value theorem to characterize convexity of 𝑓

via its gradient.

Theorem 1.4 (gradient inequalities). Let 𝑋 ⊂ ℝ𝑛
be open and convex and let 𝑓 : 𝑋 → ℝ be

smooth. Then 𝑓 is

(i) convex if and only if for all 𝑥, 𝑦 ∈ 𝑋 ,

⟨∇𝑓 (𝑦), 𝑥 − 𝑦⟩ ≤ 𝑓 (𝑥) − 𝑓 (𝑦);
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1 fundamentals of nonlinear optimization

(ii) strictly convex if and only if for all 𝑥, 𝑦 ∈ 𝑋 with 𝑥 ≠ 𝑦 ,

⟨∇𝑓 (𝑦), 𝑥 − 𝑦⟩ < 𝑓 (𝑥) − 𝑓 (𝑦),

(iii) 𝜇-convex if and only if for all 𝑥, 𝑦 ∈ 𝑋 ,

⟨∇𝑓 (𝑦), 𝑥 − 𝑦⟩ + 𝜇

2

∥𝑥 − 𝑦 ∥2 ≤ 𝑓 (𝑥) − 𝑓 (𝑦).

The value of these inequalities for optimization cannot be overstated: They yield a crucial

link between the difference of function values (e.g., to the minimal value) and the magnitude

of the gradient; for strongly convex functions, they even allow estimating the distance to a

minimizer.

In a nutshell, if a function is

• 𝐿-smooth, it is bounded from above by a quadratic function (by the descent lemma);

• 𝜇-convex, it is bounded from below by a quadratic function (by the gradient inequality

(iii));

• both 𝐿-smooth and 𝜇-convex, it is “almost quadratic”.

Since quadratic functions are the (non-trivial) functions that are easiest to minimize, these

properties will be very helpful.

1.3 existence of minimizers

We start with some elementary definitions, for which we always assume 𝑋 ⊂ ℝ𝑛
to be a

(not necessarily proper) subset and 𝑓 : 𝑋 → ℝ. We are then looking for a 𝑥∗ ∈ 𝑋 such

that

𝑓 (𝑥∗) ≤ 𝑓 (𝑥) for all 𝑥 ∈ 𝑋,
for which we write

𝑓 (𝑥∗) = min

𝑥∈𝑋
𝑓 (𝑥).

We call 𝑋 admissible set and any 𝑥 ∈ 𝑋 admissible point. The optimal value 𝑓 (𝑥∗) ∈ ℝ

is called minimum, the argument 𝑥∗ ∈ 𝑋 is called minimizer of 𝑓 (on 𝑋 ). The (set of)

minimizer(s) is denoted by arg min𝑥∈𝑋 𝑓 (𝑥).

Analogously, one talks aboutmaxima andmaximizers if 𝑓 (𝑥∗) ≥ 𝑓 (𝑥) for all 𝑥 ∈ 𝑋 . Since

max

𝑥∈𝑋
𝑓 (𝑥) = −min

𝑥∈𝑋
−𝑓 (𝑥),

we can without loss of generality restrict ourselves to minimization.

We distinguish further: At 𝑥∗ ∈ 𝑋 , the function 𝑓 has a

4



1 fundamentals of nonlinear optimization

(i) global minimum if

𝑓 (𝑥∗) ≤ 𝑓 (𝑥) for all 𝑥 ∈ 𝑋 ;

(ii) strict global minimum if

𝑓 (𝑥∗) < 𝑓 (𝑥) for all 𝑥 ∈ 𝑋 \ {𝑥∗};

(iii) local minimum if there exists an 𝜀 > 0 such that

𝑓 (𝑥∗) ≤ 𝑓 (𝑥) for all 𝑥 ∈ 𝑋 ∩ 𝐵𝜀 (𝑥∗);

(iv) strict local minimum if there exists an 𝜀 > 0 such that

𝑓 (𝑥∗) < 𝑓 (𝑥) for all 𝑥 ∈ (𝑋 ∩ 𝐵𝜀 (𝑥∗)) \ {𝑥∗}.

Here, 𝐵𝜀 (𝑥∗) := {𝑥 ∈ ℝ𝑛 | ∥𝑥 − 𝑥∗∥ ≤ 𝜀}. Analogously, one talks about (strict) local and
global minimizers. Clearly, every (strict) global minimum is also a (strict) local minimum

but not vice versa. Strict global minimizers are unique, while strict local minimizers only

have to be isolated.

It is a fundamental tenet of optimization that only local minimizers can be computed

efficiently – except in the case of convex functions.

Theorem 1.5. Let 𝑋 ⊂ ℝ𝑛
be a convex set and let 𝑓 : 𝑋 → ℝ be a convex function. Then the

following hold:

(i) Every local minimum of 𝑓 is also a global minimum.

(ii) If 𝑓 is strictly convex, then 𝑓 has at most one local minimum, which is then even a strict

global minimum.

Proof. Ad (i): Assume 𝑓 does not have a global minimum in 𝑥∗ ∈ 𝑋 . Then there exists an

𝑥 ∈ 𝑋 such that 𝑓 (𝑥) < 𝑓 (𝑥∗). By convexity of𝑋 , then also 𝑥∗+𝑡 (𝑥−𝑥∗) = 𝑡𝑥+(1−𝑡)𝑥∗ ∈ 𝑋
for all 𝑡 ∈ [0, 1], and hence convexity of 𝑓 implies that

𝑓 (𝑥∗ + 𝑡 (𝑥 − 𝑥∗)) ≤ 𝑡 𝑓 (𝑥) + (1 − 𝑡) 𝑓 (𝑥∗) < 𝑡 𝑓 (𝑥∗) + (1 − 𝑡) 𝑓 (𝑥∗) = 𝑓 (𝑥∗).

Hence for every 𝜀 > 0, there exists a 𝑡 > 0 sufficiently small that ∥𝑥𝑡 − 𝑥∗∥ = 𝑡 ∥𝑥 − 𝑥∗∥ < 𝜀
so that 𝑥𝑡 ∈ 𝐵𝜀 (𝑥∗) and 𝑓 (𝑥𝑡 ) < 𝑓 (𝑥∗), i.e., 𝑓 cannot have a local minimum in 𝑥∗, either.

Ad (ii): Let now 𝑓 be strictly convex. Assume that there exist two different local minimizers

𝑥∗, 𝑦∗ ∈ 𝑋 . By (i), both 𝑥∗ and 𝑦∗ are then global minimizers, which implies that 𝑓 (𝑥∗) =
𝑓 (𝑦∗). Set now 𝑧 := 1

2
(𝑥∗ + 𝑦∗) ∈ 𝑋 (since 𝑋 is convex). By the strict convexity of 𝑓 and

𝑥∗ ≠ 𝑦∗, we then have

𝑓 (𝑧) < 1

2

(𝑓 (𝑥∗) + 𝑓 (𝑦∗)) = 𝑓 (𝑥∗),

contradicting the assumption that 𝑥∗ is a global minimizer. Hence 𝑓 can have at most one

local (and therefore global) minimum. □
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1 fundamentals of nonlinear optimization

We now consider the question of existence of minimizers, which we can answer with the

following very general argument.

Theorem 1.6. Let 𝑋 ⊂ ℝ𝑛
be non-empty and closed and let 𝑓 : 𝑋 → ℝ be continuous. If

(i) 𝑋 is bounded or

(ii) 𝑓 is coercive on 𝑋 , i.e., for every sequence {𝑥𝑘}𝑘∈ℕ ⊂ 𝑋 with ∥𝑥𝑘 ∥ → ∞ it holds that

𝑓 (𝑥𝑘) → ∞,

then 𝑓 admits a global minimizer 𝑥∗ ∈ 𝑋 .

If 𝑋 is convex and 𝑓 is strictly convex, the minimizer is unique.

Proof. If (i) holds, then𝑋 is compact by the Heine–Borel Theorem, and hence the continuous

function 𝑓 attains its maximum and minimum on 𝑋 by the Weierstrass Theorem.

If (ii) holds, we have to proceed differently. Since the set {𝑓 (𝑥) | 𝑥 ∈ 𝑋 } ⊂ ℝ is non-empty,

it has an infimum 𝑀 := inf𝑥∈𝑋 𝑓 (𝑥) ∈ ℝ ∪ {−∞}. By the properties of the infimum,

there exists a sequence {𝑦𝑘}𝑘∈ℕ ⊂ {𝑓 (𝑥) | 𝑥 ∈ 𝑋 } such that 𝑦𝑘 → 𝑀 , i.e., there exists a

minimizing sequence {𝑥𝑘}𝑘∈ℕ ⊂ 𝑋 such that

𝑓 (𝑥𝑘) → 𝑀 = inf

𝑥∈𝑋
𝑓 (𝑥) < ∞.

The coercivity of 𝑓 then implies that this sequence is bounded (otherwise we would have

𝑓 (𝑥𝑘) → ∞, a contradiction), and hence the Bolzano–Weierstrass Theorem guarantees the

existence of a converging subsequence {𝑥𝑘𝑚 }𝑚∈ℕ ⊂ 𝑋 with limit 𝑥∗ ∈ 𝑋 (since 𝑋 is closed).

By continuity of 𝑓 , we then have

−∞ < 𝑓 (𝑥∗) = lim

𝑚→∞
𝑓 (𝑥𝑘𝑚 ) =𝑀 = inf

𝑥∈𝑋
𝑓 (𝑥),

since any subsequence of a converging sequence converges to the same limit. Hence the

infimum is finite and attained in 𝑥∗ ∈ 𝑋 , which is therefore the claimed (global) minimizer.

Uniqueness for 𝑋 convex and 𝑓 strictly convex now follows directly from Theorem 1.5. □

1.4 optimality conditions

We now consider the “intrinsic” characterization of minimizers of 𝑓 through its gradient.

The intuitive idea is simple: if we are at a minimizer, the function value must increase if

we move away from the candidate (without leaving the feasible set).

Theorem 1.7 (Fermat). Let 𝑋 ⊂ ℝ be convex and 𝑓 : ℝ𝑛 → ℝ be smooth. If 𝑥∗ ∈ 𝑋 is a local

minimizer of 𝑓 on 𝑋 , then

(1.1) ⟨∇𝑓 (𝑥∗), 𝑥 − 𝑥∗⟩ ≥ 0 for all 𝑥 ∈ 𝑋 .

6



1 fundamentals of nonlinear optimization

Proof. If 𝑥∗ is a local minimizer, then there exists 𝜀 > 0 such that 𝑓 (𝑥∗) ≤ 𝑓 (𝑥) for all
𝑥 ∈ 𝑋 ∩ 𝐵𝜀 (𝑥∗). Let now 𝑥 ∈ 𝑋 be arbitrary. By convexity of 𝑋 , we then have 𝑥𝑡 :=

𝑥∗ + 𝑡 (𝑥 − 𝑥∗) ∈ 𝑋 for all 𝑡 ∈ [0, 1]. By the mean value Theorem 1.1, for every 𝑡 > 0 there

exists a 𝜗𝑡 ∈ (0, 1) such that 𝜉𝑡 := 𝑥∗ + 𝜗𝑡 (𝑥𝑡 − 𝑥∗) satisfies

𝑡 ⟨∇𝑓 (𝜉𝑡 ), 𝑥 − 𝑥∗⟩ = ⟨∇𝑓 (𝜉𝑡 ), 𝑥𝑡 − 𝑥∗⟩ = 𝑓 (𝑥𝑡 ) − 𝑓 (𝑥∗) ≥ 0

for all 𝑡 < 𝜀. Since 𝜉𝑡 → 𝑥∗ (note that 𝜗𝑡 is uniformly bounded in 𝑡 ) as 𝑡 → 0 and ∇𝑓 is
continuous, we can divide by 𝑡 > 0 and let 𝑡 → 0 to obtain the claim. □

If𝑋 = ℝ𝑛
(or more generally, 𝑥∗ is an interior point of𝑋 ), we can take 𝑥 = 𝑥∗−𝑡∇𝑓 (𝑥∗) ∈ 𝑋

for 𝑡 > 0 (sufficiently small) in (1.1) to deduce −𝑡 ∥∇𝑓 (𝑥∗)∥2 ≥ 0, which immediately implies

the well-known optimality condition.

Theorem 1.8 (first-order necessary optimality condition). Let 𝑓 : ℝ𝑛 → ℝ be smooth. If 𝑥∗

is a local minimizer of 𝑓 , then ∇𝑓 (𝑥∗) = 0.

A vector 𝑥 ∈ ℝ𝑛
with ∇𝑓 (𝑥) = 0 is called a stationary point. Note that derivatives only

give local information and hence can only characterize local minimizers. This optimality

condition is of first order since it only involves first derivatives; it is only necessary since

maximizers or saddle points are stationary as well. A sufficient condition in general requires

second derivatives (which we omit here for the sake of time); an exception are again convex

problems.

Theorem 1.9 (optimality conditions for convex problems). Let 𝑋 ⊂ ℝ be convex and

nonempty and 𝑓 : ℝ𝑛 → ℝ be smooth and convex. Then 𝑥∗ ∈ 𝑋 is a global minimizer

of 𝑓 on 𝑋 if and only if (1.1) holds.

Proof. We already know from Theorem 1.7 that (1.1) is necessary for 𝑥∗ to be a local and

hence a fortiori a global minimizer.

Conversely, if (1.1) holds, then we immediately obtain from Theorem 1.4 (i) with 𝑦 = 𝑥∗

that for all 𝑥 ∈ 𝑋 ,
𝑓 (𝑥) ≥ 𝑓 (𝑥∗) + ⟨∇𝑓 (𝑥∗), 𝑥 − 𝑥∗⟩ ≥ 𝑓 (𝑥∗),

i.e., 𝑥∗ is a global minimizer. □

In the special case 𝑋 = ℝ𝑛
, we similarly obtain that ∇𝑓 (𝑥∗) = 0 is necessary and sufficient

for 𝑥∗ to be a global minimizer of 𝑓 convex and smooth.
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2 GRADIENT DESCENT METHODS

We now consider iterative methods for minimizing a smooth function 𝑓 : ℝ𝑛 → ℝ. By the

Fermat Theorem 1.7, if 𝑥 is not a stationary point, then there exists a 𝑑 ∈ ℝ𝑛 \ {0} such
that

0 > ⟨∇𝑓 (𝑥), 𝑑⟩ = lim

𝑡→0

𝑓 (𝑥 + 𝑡𝑑) − 𝑓 (𝑥)
𝑡

.

Since the limit is strictly negative, we must also have

0 > 𝑓 (𝑥 + 𝑡𝑑) − 𝑓 (𝑥) for all 𝑡 > 0 sufficiently small,

i.e, 𝑑 is a descent direction. The main idea of descent methods is to pick some 𝑥0 ∈ ℝ𝑛
and

then iteratively pick a descent direction 𝑑𝑘 and a step size 𝑡𝑘 and set

𝑥𝑘+1 = 𝑥𝑘 + 𝑡𝑘𝑑𝑘 .

This begs the question how to choose the search direction 𝑑𝑘 and the step size 𝑡𝑘 . In general,

this is very tricky, but if 𝑓 is 𝐿-smooth, we can apply the descent lemma (Corollary 1.3) for

𝑥 = 𝑥𝑘+1
and 𝑦 = 𝑥𝑘 to estimate

𝑓 (𝑥𝑘+1) ≤ 𝑓 (𝑥𝑘) + 𝑡𝑘 ⟨∇𝑓 (𝑥𝑘), 𝑑𝑘⟩ +
𝑡𝑘𝐿

2

∥𝑑𝑘 ∥2.

The first term we can bound by the Cauchy–Schwarz inequality as

⟨∇𝑓 (𝑥𝑘), 𝑑𝑘⟩ ≥ −∥∇𝑓 (𝑥𝑘)∥∥𝑑𝑘 ∥,

with equality if and only if𝑑𝑘 = −𝛼∇𝑓 (𝑥𝑘) for some𝛼 > 0. Takingwithout loss of generality

(since we scale by 𝑡𝑘 > 0 later) ∥𝑑𝑘 ∥ = ∥∇𝑓 (𝑥𝑘)∥, the right-hand side is therefore minimal

for 𝑑𝑘 = −∇𝑓 (𝑥𝑘) (the steepest descent direction). We can now try to minimize the resulting

right-hand side of

𝑓 (𝑥𝑘+1) ≤ 𝑓 (𝑥𝑘) + 𝑡𝑘 ∥∇𝑓 (𝑥𝑘)∥2 + 𝑡𝑘𝐿

2

∥∇𝑓 (𝑥𝑘)∥2

with respect to 𝑡𝑘 > 0, which by a simple calculus argument is attained at 𝑡𝑘 =
1

𝐿
. With this,

we obtain the fundamental descent inequality

(2.1) 𝑓

(
𝑥𝑘 − 1

𝐿
∇𝑓 (𝑥𝑘)

)
≤ 𝑓 (𝑥𝑘) − 1

2𝐿
∥∇𝑓 (𝑥𝑘)∥2.

8
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This guarantees a strict decrease of the function value as long as ∇𝑓 (𝑥𝑘) ≠ 0, i.e., we

are not yet in a stationary point. (For functions that are just smooth – or 𝐿-smooth with

unknown 𝐿 – one instead needs to use a line search to the step size 𝑡𝑘 in dependence of 𝑑𝑘

in order to have sufficient descent.)

This already allows us to show convergence of the gradient descent method (or steepest

descent method)

(2.2) 𝑥𝑘+1 = 𝑥𝑘 − 1

𝐿
∇𝑓 (𝑥𝑘).

Theorem 2.1. Let 𝑓 : ℝ𝑛 → ℝ be 𝐿-smooth and 𝑥0 ∈ ℝ𝑛
be arbitrary. Assume that 𝑓 is

bounded from below by some 𝑓 ∗ ∈ ℝ. Then the iterates {𝑥𝑘}𝑘∈ℕ of the gradient descent method

(2.2) satisfy lim𝑘→∞ ∇𝑓 (𝑥𝑘) = 0. Furthermore, for every 𝑘 ∈ ℕ we have

min

0≤𝑚≤𝑘
∥∇𝑓 (𝑥𝑚)∥ ≤

√︂
2𝐿(𝑓 (𝑥0) − 𝑓 ∗)

𝑘 + 1

.

Proof. We use (2.1) together with a telescoping sum over all𝑚 = 0, . . . 𝑘 to obtain that

𝑓 ∗ − 𝑓 (𝑥0) ≤ 𝑓 (𝑥𝑘+1) − 𝑓 (𝑥0) =
𝑘∑︁

𝑚=0

𝑓 (𝑥𝑚+1) − 𝑓 (𝑥𝑚) ≤ − 1

2𝐿

𝑘∑︁
𝑚=0

∥∇𝑓 (𝑥𝑘)∥2.

Rearranging, this shows that the sum

𝑘∑︁
𝑚=0

∥∇𝑓 (𝑥𝑚)∥2 ≤ 2𝐿(𝑓 (𝑥0) − 𝑓 ∗)

is bounded for all 𝑘 ∈ ℕ, which implies that ∥∇𝑓 (𝑥𝑘)∥ → 0. Furthermore, estimating the

sum by its minimal value, we obtain

(𝑘 + 1) min

0≤𝑚≤𝑘
∥∇𝑓 (𝑥𝑚)∥2 ≤ 2𝐿(𝑓 (𝑥0) − 𝑓 ∗),

from which the second claim follows. □

This result has two main drawbacks: It only yields convergence to a stationary point, and

only for convergent subsequences of {𝑥𝑘}𝑘∈ℕ (which need not exist!). Furthermore, we

don’t obtain any convergence of function values 𝑓 (𝑥𝑘) that can be used to estimate the

necessary number of iterations. For this, we need additional, global, assumptions on 𝑓 .

9
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2.1 convergence rates for convex functions

Assume now that 𝑓 is in addition convex. Then we can in addition use the gradient

inequality Theorem 1.4 (i) to estimate the difference to the minimum 𝑓 (𝑥∗) (which we

assume exists).

Theorem 2.2. Let 𝑓 : ℝ𝑛 → ℝ be 𝐿-smooth and convex and let 𝑥0 ∈ ℝ𝑛
be arbitrary. Assume

that 𝑓 admits a minimizer 𝑥∗ ∈ ℝ𝑛
. Then the iterates {𝑥𝑘}𝑘∈ℕ of the gradient descent method

(2.2) satisfy

𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) ≤ 𝐿

2𝑘
∥𝑥0 − 𝑥∗∥2

for all 𝑘 ∈ ℕ.

Proof. Weagain startwith the fundamental descent inequality (2.1) and then use the gradient

inequality Theorem 1.4 (i) for 𝑥 = 𝑥∗ and 𝑦 = 𝑥𝑘 to obtain for 𝑘 ∈ ℕ the estimate

𝑓 (𝑥𝑘+1) ≤ 𝑓 (𝑥𝑘) − 1

2𝐿
∥∇𝑓 (𝑥𝑘)∥2

≤ 𝑓 (𝑥∗) + ⟨∇𝑓 (𝑥𝑘), 𝑥𝑘 − 𝑥∗⟩ − 1

2𝐿
∥∇𝑓 (𝑥𝑘)∥2

= 𝑓 (𝑥∗) + 𝐿

2

(
∥𝑥𝑘 − 𝑥∗∥2 − ∥𝑥𝑘 − 1

𝐿
∇𝑓 (𝑥𝑘) − 𝑥∗∥2

)
= 𝑓 (𝑥∗) + 𝐿

2

(
∥𝑥𝑘 − 𝑥∗∥2 − ∥𝑥𝑘+1 − 𝑥∗∥2

)
where the first equality follows by completing the square using the Pythagoras identity

and the second uses the iteration step (2.2).

We now use again a telescoping sum for𝑚 = 0, . . . 𝑘 to obtain

𝑘∑︁
𝑚=0

𝑓 (𝑥𝑚+1) − 𝑓 (𝑥∗) ≤ 𝐿

2

𝑘∑︁
𝑚=0

∥𝑥𝑚 − 𝑥∗∥2 − ∥𝑥𝑚+1 − 𝑥∗∥2

=
𝐿

2

(
∥𝑥0 − 𝑥∗∥2 − ∥𝑥𝑘+1 − 𝑥∗∥2

)
≤ 𝐿

2

∥𝑥0 − 𝑥∗∥2.

Since {𝑓 (𝑥𝑘)}𝑘∈ℕ is a decreasing sequence by the fundamental descent inequality (2.1),

we can again estimate each summand by the minimal term 𝑓 (𝑥𝑘+1) − 𝑓 (𝑥∗) to obtain the

claim. □

In other words, to find a point 𝑥𝑘 such that 𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) ≤ 𝜀 for any given 𝜀 > 0, we

need

𝑘 ≥ 𝐿∥𝑥0 − 𝑥∗∥2

𝜀

10
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iterations. Of course, in practice we do not know the distance of the initial point 𝑥0
to the

minimizer 𝑥∗, so this complexity estimate is mostly useful for comparing the effort needed

for different methods or under different situations.

If 𝑓 is even 𝜇-convex, we can use the stronger gradient inequality Theorem 1.4 (iii) to

obtain faster rates as well as convergence rates for the iterates 𝑥𝑘 . The main tool is here

the following inequality, which gives a quantitative link between stationarity and distance

to the minimum.

Lemma 2.3 (Polyak–Łojasiewicz inequality). Let 𝑓 : ℝ𝑛
be 𝜇-convex with minimizer 𝑥∗ ∈ ℝ𝑛

.

Then for any 𝑥 ∈ ℝ𝑛
,

(2.3) ∥∇𝑓 (𝑥)∥2 ≥ 2𝜇 (𝑓 (𝑥) − 𝑓 (𝑥∗)) .

Proof. We start from the gradient inequality Theorem 1.4 (iii), for which we can estimate

the right-hand side by its minimum over all 𝑥 ∈ ℝ𝑛
: For all 𝑥 ∈ ℝ𝑛

,

𝑓 (𝑥) ≥ 𝑓 (𝑦) + ⟨∇𝑓 (𝑦), 𝑥 − 𝑦⟩ + 𝜇

2

∥𝑥 − 𝑦 ∥2

≥ 𝑓 (𝑦) + min

𝑥∈ℝ𝑛
⟨∇𝑓 (𝑦), 𝑥 − 𝑦⟩ + 𝜇

2

∥𝑥 − 𝑦 ∥2.

The second line is a 𝜇-convex function in 𝑥 , so we can by Theorem 1.9 compute its unique

minimizer by setting the gradient with respect to 𝑥 to zero; this yields that the minimizer

𝑥 (not 𝑥∗!) is characterized by

0 = ∇𝑓 (𝑦) + 𝜇 (𝑥 − 𝑦).

i. e., 𝑥 = 𝑦 − 1

𝜇
∇𝑓 (𝑦). Inserting this into the right-hand side, we obtain for all 𝑥 ∈ ℝ𝑛

that

𝑓 (𝑥) ≥ 𝑓 (𝑦) − 1

𝜇
∥∇𝑓 (𝑦)∥2 + 𝜇

2

∥ 1

𝜇
∇𝑓 (𝑦)∥2 = 𝑓 (𝑦) − 1

2𝜇
∥∇𝑓 (𝑦)∥2.

In particular, this holds for 𝑥 = 𝑥∗. Rearranging and renaming 𝑦 to 𝑥 then gives the

claim. □

Combining this with the fundamental descent inequality yields our desired result.

Theorem 2.4. Let 𝑓 : ℝ𝑛 → ℝ be 𝐿-smooth and 𝜇-convex and let 𝑥0 ∈ ℝ𝑛
be arbitrary.

Assume that 𝑓 admits a minimizer 𝑥∗ ∈ ℝ𝑛
. Then the iterates {𝑥𝑘}𝑘∈ℕ of the gradient descent

method (2.2) satisfy

𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) ≤
(
1 − 𝜇

𝐿

)𝑘
(𝑓 (𝑥0) − 𝑓 (𝑥∗)) for all 𝑘 ∈ ℕ.

Furthermore, we have that

∥𝑥𝑘 − 𝑥∗∥ ≤
(
1 − 𝜇

𝐿

)𝑘/2

√︄
2(𝑓 (𝑥0) − 𝑓 (𝑥∗))

𝜇
for all 𝑘 ∈ ℕ.

11
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Proof. Using this time the Polyak–Łojasiewicz inequality (2.3) in the fundamental descent

inequality yields for all 𝑘 ∈ ℕ that

𝑓 (𝑥𝑘+1) ≤ 𝑓 (𝑥𝑘) − 1

2𝐿
∥∇𝑓 (𝑥𝑘)∥2 ≤ 𝑓 (𝑥𝑘) − 𝜇

𝐿

(
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)

)
.

Subtracting 𝑓 (𝑥∗) from both sides of the inequality thus gives

𝑓 (𝑥𝑘+1) − 𝑓 (𝑥∗) ≤
(
1 − 𝜇

𝐿

)
(𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)) ≤ · · · ≤

(
1 − 𝜇

𝐿

)𝑘+1

(𝑓 (𝑥0) − 𝑓 (𝑥∗)).

For the second claim, we again use the gradient inequality Theorem 1.4 (iii), this time for

𝑥 = 𝑥𝑘 and 𝑦 = 𝑦∗, so that using ∇𝑓 (𝑥∗) = 0 by Theorem 1.8, we obtain

𝜇

2

∥𝑥𝑘+1 − 𝑥∗∥2 = 𝑓 (𝑥𝑘+1) − 𝑓 (𝑥∗) ≤
(
1 − 𝜇

𝐿

)𝑘+1

(𝑓 (𝑥0) − 𝑓 (𝑥∗)). □

Note that combining the descent lemma with the gradient inequality yields

⟨∇𝑓 (𝑦), 𝑥 − 𝑦⟩ + 𝜇

2

∥𝑥 − 𝑦 ∥2 ≤ 𝑓 (𝑥) − 𝑓 (𝑦) ≤ ⟨∇𝑓 (𝑦), 𝑥 − 𝑦⟩ + 𝐿

2

∥𝑥 − 𝑦 ∥2

for all 𝑥, 𝑦 ∈ ℝ𝑛
and therefore necessarily 𝜇 ≤ 𝐿 (with equality if and only if 𝑓 is quadratic).

Hence the distance to the minimum is reduced linearly by a factor 1 − 𝜇

𝐿
∈ [0, 1) in every

iteration; one therefore speaks of convergence at a linear rate. The corresponding complexity

estimate is

𝑘 ≥ 𝐿

𝜇
log

(
𝑓 (𝑥0) − 𝑓 (𝑥∗)

𝜀

)
,

for the number of iterations needed to reach 𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) ≤ 𝜀, which is much smaller

than the complexity of
1

𝜀
in the convex case.

2.2 acceleration

The classical steepest descent method always uses the gradient in the current iterate, which

gives the best possible decrease at the current point. However, this may be too greedy if we

are far from the minimizer and therefore the gradient points in a poor direction. It stands

to reason that we can get better search directions if we combine knowledge from multiple

gradients, in particular those we have already computed in previous iterations.

One currently popular motivation for deriving such methods starts with the interpretation

of steepest descent (2.2) as an explicit Euler discretization of the gradient flow

¤𝑥 (𝑡) = −∇𝑓 (𝑥 (𝑡)), 𝑥 (0) = 𝑥0,

12
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whose solution 𝑥 (𝑡) converges as 𝑡 → ∞ to a minimizer 𝑥∗ of 𝑓 (if 𝑓 is convex, by a

continuous analogue of the arguments in the proof of Theorem 2.1). The idea is to replace

this first-order ordinary differential equation with a second-order one from Newton’s Law

of Motion:

𝜇 ¥𝑥 (𝑡) = −∇𝑓 (𝑥 (𝑡)) + 𝑏 ¤𝑥 (𝑡), 𝑥 (0) = 𝑥0, ¤𝑥 (0) = 0,

whose solution describes the trajectory of a ball with mass 𝜇 > 0 subject to friction with

coefficient 𝑏 > 0. In contrast to solutions of the gradient flow, the mass of the ball imparts

momentum, which means that the direction of travel depends on the previous directions

rather than changing instantly. (The friction is responsible for the ball actually coming

to rest in a stationary point.) We now discretize this differential equation again using a

simple finite difference approximation:

𝜇
𝑥 (𝑡 + Δ𝑡) − 2𝑥 (𝑡) + 𝑥 (𝑡 − Δ𝑡)

(Δ𝑡)2
= −∇𝑓 (𝑥 (𝑡)) − 𝑏𝑥 (𝑡 + Δ𝑡) − 𝑥 (𝑡)

Δ𝑡

for Δ𝑡 > 0 sufficiently small. Rearranging terms and setting 𝑥𝑘 = 𝑥 (𝑡𝑘) for 𝑡𝑘 = 𝑘Δ𝑡 leads
to the iteration

(2.4) 𝑥𝑘+1 = 𝑥𝑘 − 𝛼∇𝑓 (𝑥𝑘) + 𝛽 (𝑥𝑘 − 𝑥𝑘−1)

with 𝑥−1 = 𝑥0
and appropriate coefficients 𝛼, 𝛽 > 0. This is Polyak’s heavy ball method.

Since 𝑥𝑘 − 𝑥𝑘−1 = −𝛼∇𝑓 (𝑥𝑘−1), this corresponds to using a (suitable) linear combination of

the two previous gradients as the search direction, which can be more robust.

Here we will consider the closely related Nesterov accelerated gradient method

(2.5)

{
𝑦𝑘 = 𝑥𝑘 + 𝛽𝑘 (𝑥𝑘 − 𝑥𝑘−1)

𝑥𝑘+1 = 𝑦𝑘 − 𝛼𝑘∇𝑓 (𝑦𝑘)

for appropriate sequences of 𝛼𝑘 , 𝛽𝑘 > 0 and with 𝑥−1 = 𝑥0
and hence 𝑦0 = 𝑥0

. In contrast

to the heavy ball method, we here extrapolate beyond the gradient step before taking a

new gradient step at the extrapolated point. However, due to the momentum, we will not

always have a descent, which complicates the analysis.

convex functions

The analysis is significantly simplified by first introducing an auxiliary sequence {𝑧𝑘}𝑘∈ℕ
and considering the more general class of iterations

13
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(2.6)


𝑦𝑘 = 𝑥𝑘 + 𝛽𝑘 (𝑧𝑘 − 𝑥𝑘)

𝑥𝑘+1 = 𝑦𝑘 − 𝛼𝑘∇𝑓 (𝑦𝑘)
𝑧𝑘+1 = 𝑧𝑘 − 𝛾𝑘∇𝑓 (𝑦𝑘)

with 𝑧0 = 𝑦0 = 𝑥0
and an appropriate sequence 𝛾𝑘 ≥ 0. (We will later show that for a

suitable choice of 𝛾𝑘 , we can eliminate 𝑧𝑘 from the iteration to arrive back at Nesterov’s

method.) We then define the potential (or Lyapunov) function

(2.7) 𝜑𝑘 := 𝜔𝑘

(
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)

)
+ 𝐿

2

∥𝑧𝑘 − 𝑥∗∥2

(note the 𝑧𝑘 in place of 𝑥𝑘 in the norm!) The goal is now to choose {𝛼𝑘 , 𝛽𝑘 , 𝛾𝑘 , 𝜔𝑘}𝑘∈ℕ such

that 𝜑𝑘 is monotonically decreasing (instead of 𝑓 (𝑥𝑘), which is not) and𝜔𝑘 → ∞ as quickly

as possible such that 𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) → 0 as quickly as possible (since 𝜑𝑘 is uniformly

bounded from above due to its monotonicity).

If 𝑓 is 𝐿-smooth, we can again choose the constant step size 𝛼𝑘 =
1

𝐿
. For reasons that will

become clear shortly, we set

𝛽𝑘 = 1 − 𝜔𝑘

𝜔𝑘+1

, 𝛾𝑘 =
1

𝐿
(𝜔𝑘+1 − 𝜔𝑘),

for

(2.8) 𝜔𝑘+1 = 𝜔𝑘 +
1

2

(
1 +

√︁
4𝜔𝑘 + 1

)
, 𝜔0 = 0.

Note that𝜔𝑘+1 > 𝜔𝑘 for all 𝑘 ∈ ℕ. We can then show the desired potential decrease lemma.

Lemma 2.5. Let 𝑓 : ℝ𝑛 → ℝ be 𝐿-smooth and convex and let 𝑥0 ∈ ℝ𝑛
be arbitrary. Assume

that 𝑓 admits a minimizer 𝑥∗ ∈ ℝ𝑛
. Then the sequence {𝜑𝑘}𝑘∈ℕ defined in (2.7) with the

weights (2.8) is monotonically decreasing.

Proof. We again combine the gradient inequality and the descent lemma, but now as a

weighted sum of

• the gradient inequality between 𝑥∗ and 𝑦𝑘 with weight 𝜔𝑘+1 − 𝜔𝑘 > 0,

• the gradient inequality between 𝑥𝑘 and 𝑦𝑘 with weight 𝜔𝑘 > 0,

• the descent lemma between 𝑦𝑘 and 𝑥𝑘+1
with weight 𝜔𝑘+1.
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Substituting the definitions of 𝑥𝑘 , 𝑦𝑘 , and 𝑧𝑘 as well as the parameter choices (and after a

number of tedious algebraic manipulations exploiting the choice of 𝛽𝑘 and 𝛾𝑘 ), we obtain

from this for any 𝑘 ∈ ℕ that

0 ≥ (𝜔𝑘+1 − 𝜔𝑘)
(
𝑓 (𝑦𝑘) − 𝑓 (𝑥∗) + ⟨∇𝑓 (𝑦𝑘), 𝑥∗ − 𝑦𝑘⟩

)
+ 𝜔𝑘

(
𝑓 (𝑦𝑘) − 𝑓 (𝑥𝑘) + ⟨∇𝑓 (𝑦𝑘), 𝑥𝑘 − 𝑦𝑘⟩

)
+ 𝜔𝑘+1

(
𝑓 (𝑥𝑘+1) − 𝑓 (𝑦𝑘) − ⟨∇𝑓 (𝑦𝑘), 𝑥𝑘+1 − 𝑦𝑘⟩ − 𝐿

2

∥𝑥𝑘+1 − 𝑦𝑘 ∥2

)
= 𝜔𝑘+1(𝑓 (𝑥𝑘+1) − 𝑓 (𝑥∗)) + 𝐿

2

∥𝑧𝑘+1 − 𝑥∗∥2 − 𝜔𝑘 (𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)) −
𝐿

2

∥𝑧𝑘 − 𝑥∗∥2

+ 𝜔𝑘+1 − (𝜔𝑘 − 𝜔𝑘+1)2

2𝐿
∥∇𝑓 (𝑦𝑘)∥2.

But by the choice of 𝜔𝑘+1, we have

(2.9) (𝜔𝑘 − 𝜔𝑘+1)2 =
1

4

(
1 +

√︁
4𝜔𝑘 + 1

)
2

=
1

4

(
4𝜔𝑘 + 1 + 2

√︁
4𝜔𝑘 + 1 + 1

)
= 𝜔𝑘 +

1

2

(
1 +

√︁
4𝜔𝑘 + 1

)
= 𝜔𝑘+1.

Hence the term involving ∇𝑓 (𝑦𝑘) disappears, and rearranging yields the claim □

Together with an estimate of the growth of𝜔𝑘 , we obtain from this the desired convergence

rate.

Theorem 2.6. Let 𝑓 : ℝ𝑛 → ℝ be 𝐿-smooth and convex and let 𝑥0 ∈ ℝ𝑛
be arbitrary. Assume

that 𝑓 admits a minimizer 𝑥∗ ∈ ℝ𝑛
. Then the iterates {𝑥𝑘}𝑘∈ℕ of the accelerated gradient

method (2.6) for the given choice of {𝛼𝑘 , 𝛽𝑘 , 𝛾𝑘}𝑘∈ℕ satisfy

𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) ≤ 2𝐿

𝑘2
∥𝑥0 − 𝑥∗∥2

for all 𝑘 ∈ ℕ.

Proof. By recursively applying Lemma 2.5, we have that for all 𝑘 ∈ ℕ,

𝜔𝑘 (𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)) ≤ 𝜑𝑘 ≤ 𝜑0 = 𝜔0(𝑓 (𝑥0) − 𝑓 (𝑥∗)) + 𝐿

2

∥𝑥0 − 𝑥∗∥2.

Now by the choice of 𝜔𝑘 , we have 𝜔0 = 0 and

𝜔𝑘+1 = 𝜔𝑘 +
1 +

√
4𝜔𝑘 + 1

2

≥ 𝜔𝑘 +
1

2

+ √
𝜔𝑘 ≥

(
√
𝜔𝑘 +

1

2

)
2

.

Using this estimate, a simple proof by induction shows that 𝜔𝑘 ≥ 𝑘2

4
for all 𝑘 ∈ ℕ, and thus

𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) ≤ 𝐿

2𝜔𝑘
∥𝑥0 − 𝑥∗∥2 ≤ 2𝐿

𝑘2
∥𝑥0 − 𝑥∗∥2

as claimed. □
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Note that we only required that 𝜔𝑘+1 ≥ (𝜔𝑘 − 𝜔𝑘+1)2
(to make the term involving ∇𝑓 (𝑦𝑘)

non-negative) and𝜔𝑘 ≥ 𝑘2

4
(to obtain the quadratic convergence rate), which is also satisfied

by the simpler recursion 𝜔𝑘+1 = 𝜔𝑘 + 𝑘
2
.

It remains to show that we can eliminate the extra sequence {𝑧𝑘}𝑘∈ℕ from the algorithm

to obtain convergence of Nesterov’s method.

Lemma 2.7. The sequence {𝑥𝑘 , 𝑦𝑘}𝑘∈ℕ generated by (2.6) for the given choice of {𝛼𝑘 , 𝛽𝑘 , 𝛾𝑘}𝑘∈ℕ
coincides with that of Nesterov’s accelerated gradient method (2.5) with

𝛽𝑘 =
𝜏𝑘 − 1

𝜏𝑘+1

, 𝜏𝑘 =
1

2

(
1 +

√︁
4𝜔𝑘 + 1

)
, 𝜏0 = 1.

Proof. Since the 𝑥𝑘 are generated from 𝑦𝑘 in the same way in both algorithms, it suffices to

show that the 𝑦𝑘 coincide. To that end, we first note that since 𝜔𝑘+1 = 𝜔𝑘 +𝜏𝑘 by definition,
(2.9) shows that 𝜔𝑘+1 = 𝜏

2

𝑘
for all 𝑘 ≥ 0, which implies that 𝜏𝑘 satisfies the recursion

𝜏2

𝑘+1
= 𝜔𝑘+2 = 𝜔𝑘+1 + 𝜏𝑘+1 = 𝜏

2

𝑘
+ 𝜏𝑘+1, 𝜏0 = 1.

(In fact, this is an alternative derivation of the parameter choice.) Hence we can rewrite

the update

𝑦𝑘 = 𝑥𝑘 +
(
1 − 𝜔𝑘

𝜔𝑘+1

)
(𝑧𝑘 − 𝑥𝑘) = 𝜔𝑘

𝜔𝑘+1

𝑥𝑘 +
(
1 − 𝜔𝑘

𝜔𝑘+1

)
𝑧𝑘

which after rearranging (note 𝜔𝑘+1 − 𝜔𝑘 = 𝜏𝑘 > 0) yields

𝑧𝑘 =
𝜔𝑘+1

𝜔𝑘+1 − 𝜔𝑘
𝑦𝑘 +

(
1 − 𝜔𝑘+1

𝜔𝑘+1 − 𝜔𝑘

)
𝑥𝑘 = 𝜏𝑘𝑦

𝑘 + (1 − 𝜏𝑘)𝑥𝑘

using the relations between 𝜔𝑘+1 and 𝜏𝑘 . (Note that this reveals 𝑧
𝑘
to be a convex combina-

tion of 𝑥𝑘 and 𝑦𝑘 , which could have served as alternative motivation for its introduction in

the potential function.)

We now proceed by induction. For 𝑘 = 0 the claim holds by definition since 𝑦0 = 𝑥0
in

both cases. For the iteration step 𝑘 ↦→ 𝑘 + 1, we use the above expressions together with

the fact that the step for 𝑥𝑘+1
is the same to obtain

𝑦𝑘+1 =
𝜔𝑘+1

𝜔𝑘+2

𝑥𝑘+1 +
(
1 − 𝜔𝑘+1

𝜔𝑘+2

)
𝑧𝑘+1 =

𝜔𝑘+1

𝜔𝑘+2

𝑥𝑘+1 + 𝜔𝑘+2 − 𝜔𝑘+1

𝜔𝑘+2

(
𝑧𝑘 − 𝜔𝑘+1 − 𝜔𝑘

𝐿
∇𝑓 (𝑦𝑘)

)
=
𝜏2

𝑘

𝜏2

𝑘+1

𝑥𝑘+1 + 1

𝜏𝑘+1

(
𝜏𝑘𝑦

𝑘 + (1 − 𝜏𝑘)𝑥𝑘 −
𝜏𝑘

𝐿
∇𝑓 (𝑦𝑘)

)
=
𝜏2

𝑘+1
− 𝜏𝑘+1

𝜏2

𝑘+1

𝑥𝑘+1 + 1

𝜏𝑘+1

(
𝜏𝑘𝑥

𝑘+1 + (1 − 𝜏𝑘)𝑥𝑘
)

= 𝑥𝑘+1 + 𝜏𝑘 − 1

𝜏𝑘+1

(𝑥𝑘+1 − 𝑥𝑘),

where the last equality follows by straightforward simplification. □
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A similar argument shows that the simpler recursion 𝜔𝑘+1 = 𝜔𝑘 + 𝑘
2
satisfies the same

relations as in the proof of Lemma 2.7 with 𝜏𝑘 = 𝑘
2
, from which we obtain a simpler

accelerated gradient method with the explicit extrapolation parameter 𝛽𝑘 = 𝑘−1

𝑘+2
(and

slightly slower convergence).

Using one more time the relation 𝜔𝑘+1 = 𝜏
2

𝑘
, we can also eliminate 𝜔𝑘 entirely to arrive at

Nesterov’s optimal method: Set 𝜏0 = 1 and 𝑦0 = 𝑥0 ∈ ℝ𝑛
, and iterate

(2.10)



𝑥𝑘+1 = 𝑦𝑘 − 1

𝐿
∇𝑓 (𝑦𝑘)

𝜏𝑘+1 =
1

2

(
1 +

√︃
4𝜏2

𝑘
+ 1

)
𝑦𝑘+1 = 𝑥𝑘+1 + 𝜏𝑘 − 1

𝜏𝑘+1

(𝑥𝑘+1 − 𝑥𝑘)

Compared with gradient descent, we now have the rate
1

𝑘2
compared to

1

𝑘
, at the small cost

of an additional extrapolation step.

strongly convex functions

Again, we can obtain faster convergence for strongly convex functions, but in contrast

to standard gradient descent we now need to adapt the extrapolation parameter to the

modulus of convexity. On the other hand, we can now work with a constant sequence,

which simplifies the proofs.

Assume 𝑓 is 𝐿-smooth and 𝜇-convex with 𝜅 :=
𝜇

𝐿
∈ (0, 1). We then consider the iteration

(2.11)



𝑦𝑘 = 𝑥𝑘 +
√
𝜅

1 +
√
𝜅
(𝑧𝑘 − 𝑥𝑘)

𝑥𝑘+1 = 𝑦𝑘 − 1

𝐿
∇𝑓 (𝑦𝑘)

𝑧𝑘+1 = (1 −
√
𝜅)𝑧𝑘 +

√
𝜅

(
𝑦𝑘 − 1

𝜇
∇𝑓 (𝑦𝑘)

)
(note the different auxiliary sequence 𝑧𝑘 ). We then pick the potential

(2.12) 𝜑𝑘 := (1 −
√
𝜅)−𝑘

(
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) + 𝜇

2

∥𝑧𝑘 − 𝑥∗∥2

)
.

Lemma 2.8. Let 𝑓 : ℝ𝑛 → ℝ be 𝐿-smooth and 𝜇-convex and let 𝑥0 ∈ ℝ𝑛
be arbitrary.

Assume that 𝑓 admits a minimizer 𝑥∗ ∈ ℝ𝑛
. Then the sequence {𝜑𝑘}𝑘∈ℕ defined in (2.12) is

monotonically decreasing.

17



2 gradient descent methods

Proof. We proceed similarly as in Lemma 2.5, this time using a weighted sum of

• the strong gradient inequality between 𝑥∗ and 𝑦𝑘 with weight

√
𝜅

1−
√
𝜅
,

• the gradient inequality between 𝑥𝑘 and 𝑦𝑘 with weight 1,

• the descent lemma between 𝑦𝑘 and 𝑥𝑘+1
with weight (1 −

√
𝜅)−1

,

and obtain (again using the iteration step and tedious algebraic manipulations) that

0 ≥
√
𝜅

1 −
√
𝜅

(
𝑓 (𝑦𝑘) − 𝑓 (𝑥∗) + ⟨∇𝑓 (𝑦𝑘), 𝑥∗ − 𝑦𝑘⟩ + 𝜇

2

∥𝑥∗ − 𝑦𝑘 ∥2

)
+

(
𝑓 (𝑦𝑘) − 𝑓 (𝑥𝑘) + ⟨∇𝑓 (𝑦𝑘), 𝑥𝑘 − 𝑦𝑘⟩

)
+ (1 −

√
𝜅)−1

(
𝑓 (𝑥𝑘+1) − 𝑓 (𝑦𝑘) − ⟨∇𝑓 (𝑦𝑘), 𝑥𝑘+1 − 𝑦𝑘⟩ − 𝐿

2

∥𝑥𝑘+1 − 𝑦𝑘 ∥2

)
= (1 −

√
𝜅)−1

(
𝑓 (𝑥𝑘+1) − 𝑓 (𝑥∗) + 𝜇

2

∥𝑧𝑘+1 − 𝑥∗∥2

)
−

(
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) + 𝜇

2

∥𝑧𝑘 − 𝑥∗∥2

)
+

√
𝜅

(1 −
√
𝜅)2

𝜇

2

∥𝑥𝑘 − 𝑧𝑘 ∥2

≥ (1 −
√
𝜅)−1

(
𝑓 (𝑥𝑘+1) − 𝑓 (𝑥∗) + 𝜇

2

∥𝑧𝑘+1 − 𝑥∗∥2

)
−

(
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) + 𝜇

2

∥𝑧𝑘 − 𝑥∗∥2

)
.

Multiplying by (1 −
√
𝜅)−𝑘 > 0 and rearranging yields the claim. □

Exactly as in the proof of Theorem 2.6, we obtain from this a convergence rate (using that

𝑧0 = 𝑥0
).

Theorem 2.9. Let 𝑓 : ℝ𝑛 → ℝ be 𝐿-smooth and 𝜇-convex and let 𝑥0 ∈ ℝ𝑛
be arbitrary.

Assume that 𝑓 admits a minimizer 𝑥∗ ∈ ℝ𝑛
. Then the iterates {𝑥𝑘}𝑘∈ℕ of the accelerated

gradient method (2.11) satisfy

𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) ≤
(
1 −

√︂
𝜇

𝐿

)𝑘 (
𝑓 (𝑥0) − 𝑓 (𝑥∗) + 𝜇

2

∥𝑥0 − 𝑥∗∥2

)
.

Compared with Theorem 2.4, we still have linear rate but now with the smaller constant

(1 −
√
𝜅) < (1 − 𝜅).

Again we can use a simple induction proof to eliminate the auxiliary sequence 𝑧𝑘 and

obtain Nesterov’s optimal method for strongly convex functions: Set 𝑦0 = 𝑥0
and iterate
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2 gradient descent methods


𝑥𝑘+1 = 𝑦𝑘 − 1

𝐿
∇𝑓 (𝑦𝑘)

𝑦𝑘+1 = 𝑥𝑘+1 + 1 −
√
𝜅

1 +
√
𝜅
(𝑥𝑘+1 − 𝑥𝑘)

We close with two remarks:

• If 𝑓 is a strongly convex quadratic function, one can compute the coefficients 𝛼𝑘 and

𝛽𝑘 in (2.5) that lead to an optimal decrease of 𝑓 in every iteration; this leads to the

well-known conjugate gradient method.

• One can give an explicit (and practically relevant) example of a convex quadratic

function for which

𝑓 (𝑥𝑘) − 𝑓 (𝑥∗) ≥ 3

8(𝑘 + 1)2
∥𝑥0 − 𝑥∗∥2.

This shows that Nesterov’s accelerated gradient method is the (rate-)optimal method

for 𝐿-smooth and convex functions that only uses function and gradient evaluations

in the iterates.
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3 STOCHASTIC GRADIENT METHODS

One particular issue in modern data science is the sheer size of the problems, especially in

the training of deep neural networks with billions of parameters from huge sets of training

data, which can make the computation of gradients for such functions prohibitive. Hence

there is a need to develop algorithms that can work with only “partial gradients”. To handle

a large number of parameters, one approach is coordinate descent: Instead of updating the

full vector 𝑥𝑘 , one only updates a single component 𝑥𝑘𝑖 in each iteration via

𝑥𝑘+1 = 𝑥𝑘 − 𝑡𝑘𝑒𝑖,

where 𝑡𝑘 > 0 is a suitable multiple of the partial derivative
𝜕𝑓 (𝑥𝑘 )
𝑥𝑖

= [∇𝑓 (𝑥𝑘)]𝑖 . The
coordinate 𝑖 = 𝑖 (𝑘) can either be chosen cyclically 𝑖 = 1, 2, . . . , 𝑛, 1, 2, . . . or randomly in each

iteration. This works well if the coordinate-wise Lipschitz constants are significantly smaller

than the full Lipschitz constant (and the partial derivatives can be evaluated efficiently),

which holds for specific types of functions; see [Wright & Recht 2022, Chapter 6].

The case of large training data can be handled similarly (but for a larger class of functions).

Assume that 𝑓 : ℝ𝑛 → ℝ is given by

(3.1) 𝑓 (𝑥) = 1

𝑁

𝑁∑︁
𝑖=1

𝑓𝑖 (𝑥), 𝑥 ∈ ℝ𝑛 .

Computing a full gradient ∇𝑓 (𝑥) = 1

𝑁

∑𝑁
𝑖=1

∇𝑓𝑖 (𝑥) requires the evaluation of 𝑁 individual

gradients ∇𝑓𝑖 (𝑥), which can be too expensive. Instead, one could again pick only a single

𝑖 = 𝑖 (𝑘) per iteration and set

𝑥𝑘+1 = 𝑥𝑘 − 𝑡𝑘∇𝑓𝑖 (𝑘) (𝑥𝑘),

where 𝑖 (𝑘) could be chosen cyclically or randomly. In particular, choosing 𝑖 (𝑘) indepen-
dently and uniformly distributed from the set {1, . . . , 𝑁 } (i.e., each index is chosen inde-

pendently with probability
1

𝑁
in every iteration), we have the nice property

𝔼𝑖 [∇𝑓𝑖 (𝑘) (𝑥𝑘)] =
𝑁∑︁
𝑖=1

∇𝑓𝑖 (𝑥𝑘) ·
1

𝑁
= ∇𝑓 (𝑥𝑘),

i.e., the random direction ∇𝑓𝑖 (𝑘) (𝑥𝑘) is an unbiased sample of the full gradient.
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3 stochastic gradient methods

Similarly, the training of neural networks is often performed by expected loss minimization,

where the weights 𝑤 ∈ ℝ𝑛
of a network N : ℝ𝑛 × ℝ𝑝 → ℝ𝑚 are trained from training

data (𝑥, 𝑦) ∈ ℝ𝑝 × ℝ𝑚 by minimizing a loss function ℓ : ℝ𝑚 × ℝ𝑚 → ℝ measuring the

deviation of network output and training data (e.g., the squared norm of the difference),

in expectation over all possible training data (under a suitable assumed distribution); this

leads to minimizing

(3.2) 𝑓 (𝑤) = 𝔼(𝑥,𝑦) [ℓ (N (𝑥 ;𝑤), 𝑦)] .

Since the set of all possible training data is infinite, this problem cannot be solved directly

but can be tackled by the same approach: In every iteration, pick independent samples

(𝑥𝑘 , 𝑦𝑘) of training data (under the given distribution) and set 𝑥𝑘+1 = 𝑥𝑘 − 𝑡𝑘𝑑𝑘 for 𝑑𝑘 :=

∇𝑤 ℓ (N (𝑥𝑘 ;𝑤), 𝑦𝑘). Assumingwe can interchange gradient and expectation (which requires

some very technical assumptions!), we again have

𝔼(𝑥,𝑦) [𝑑𝑘] = 𝔼(𝑥,𝑦) [∇𝑤 ℓ (N (𝑥 ;𝑤), 𝑦)] = ∇𝔼(𝑥,𝑦) [ℓ (N (𝑥 ;𝑤), 𝑦)] = ∇𝑓 (𝑤)

and hence an unbiased sample of the full gradient. (In fact, (3.1) can be seen as a sample av-

erage approximation or empirical risk version of (3.2) by taking 𝑓𝑖 (𝑤) = ℓ (N (𝑥𝑖 ;𝑤), 𝑦𝑖); the
difference is whether one samples from the training data before or during the iteration.)

Both examples are instances of the stochastic gradient method for minimizing 𝑓 : ℝ𝑛 → ℝ:

For given 𝑥0 ∈ ℝ𝑛
, iterate

(i) pick a random sample 𝑑𝑘 := 𝑑 (𝑥𝑘 , 𝜉𝑘), where 𝜉𝑘 ∼ 𝜉 is distributed independently

and identically;

(ii) pick a step size 𝑡𝑘 > 0;

(iii) set 𝑥𝑘+1 = 𝑥𝑘 − 𝑡𝑘𝑑𝑘 .

(In the first example, 𝜉𝑘 = 𝑖 (𝑘) is distributed uniformly on {1, . . . , 𝑁 } and 𝑑 (𝑥𝑘 , 𝜉𝑘) =

∇𝑓𝑖 (𝑘) (𝑥𝑘); in the second, 𝜉𝑘 = (𝑥𝑘 , 𝑦𝑘) is sampled from the training data and 𝑑 (𝑤𝑘 , 𝜉𝑘) =
∇𝑤 ℓ (N (𝑥𝑘 ;𝑤), 𝑦𝑘).)

Note that since 𝜉𝑘 is random, so is 𝑑𝑘 and hence 𝑥𝑘+1
; the latter depends on all prior choices

𝜉0, . . . , 𝜉𝑘 . But crucially, 𝑡𝑘 is assumed not to be random and hence in particular cannot

depend on 𝑥𝑘 and 𝑑𝑘 .

3.1 convergence rates for convex functions

We now show convergence of the stochastic gradient method for smooth convex functions

under the following assumptions:
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3 stochastic gradient methods

(a1) 𝔼𝜉 [𝑑 (𝑥, 𝜉)] = ∇𝑓 (𝑥) for all 𝑥 ∈ ℝ𝑛
;

(a2) 𝔼𝜉 [∥𝑑 (𝑥, 𝜉)∥2] ≤ 𝑀2
for some𝑀 > 0 and all 𝑥 ∈ ℝ𝑛

.

Both assumptions can be relaxed somewhat to allow for asymptotically vanishing bias and

an upper bound that may depend on ∥𝑥 − 𝑥∗∥. (But note that we only need boundedness in

expectation, not for every possible choice of 𝜉!) Note also thatwe don’t require 𝐿-smoothness

here.

The main difficulty is that we cannot ensure convergence for the (random) iterates but

only for their weighted running or ergodic mean

𝑥𝑘𝛾 :=
𝑘∑︁
𝑗=0

𝛾 𝑗𝑥
𝑗 , 𝛾1, . . . , 𝛾𝑘 > 0

(which is still a random variable!); this is called ergodic convergence.

convex functions

We begin by considering smooth convex functions and deriving a fundamental estimate

for the expected difference of the function values of the ergodic mean and the minimum.

Theorem 3.1. Let 𝑓 : ℝ𝑛 → ℝ be smooth and convex, and let 𝑥∗ ∈ ℝ𝑛
be a minimizer of 𝑓 . If

Assumptions (a1) and (a2) hold, then we have for all for all 𝑘 ∈ ℕ and𝛾 𝑗 :=
𝑡 𝑗∑𝑘
𝑖=0

𝑡𝑖
, 𝑗 = 0, . . . , 𝑘 ,

𝔼
[
𝑓 (𝑥𝑘𝛾 ) − 𝑓 (𝑥∗)

]
≤

∥𝑥0 − 𝑥∗∥2 +𝑀2
∑𝑘
𝑗=0
𝑡2

𝑗

2

∑𝑘
𝑗=0
𝑡 𝑗

.

Proof. We start by considering a single iteration step:

∥𝑥𝑘+1 − 𝑥∗∥2 = ∥𝑥𝑘 − 𝑥∗ − 𝑡𝑘𝑑𝑘 ∥2 = ∥𝑥𝑘 − 𝑥∗∥2 − 2𝑡𝑘 ⟨𝑑𝑘 , 𝑥𝑘 − 𝑥∗⟩ + 𝑡2

𝑘
∥𝑑𝑘 ∥2.

We now take the expectation of this equation with respect to the choices 𝜉0, . . . , 𝜉𝑘 , where

we have to carefully deal with the second term. The idea is that although 𝑑𝑘 depends on 𝑥𝑘

and hence on all the prior choices of 𝜉0, . . . , 𝑥𝑘 , for fixed 𝑥
𝑘
it only depends on 𝜉𝑘 ∼ 𝜉 , which

is an independent unbiased sample. We can formalize this with conditional expectations:

Noting that 𝑡𝑘 is deterministic and 𝑥𝑘 only depends on 𝜉, . . . , 𝜉𝑘−1 but not on 𝜉𝑘 , we can

apply the law of iterated expectation to obtain

𝔼
[
𝑡𝑘 ⟨𝑑𝑘 , 𝑥𝑘 − 𝑥∗⟩

]
= 𝑡𝑘 𝔼

[
𝔼𝜉𝑘

[
⟨𝑑𝑘 , 𝑥𝑘 − 𝑥∗⟩ | 𝜉0, . . . , 𝜉𝑘−1

] ]
= 𝑡𝑘 𝔼

[
⟨𝔼𝜉𝑘 [𝑑𝑘 | 𝜉0, . . . 𝜉𝑘−1], 𝑥𝑘 − 𝑥∗⟩

]
= 𝑡𝑘 𝔼

[
⟨𝔼𝜉𝑘 [𝑑 (𝑥𝑘 , 𝜉𝑘) | 𝜉0, . . . 𝜉𝑘−1], 𝑥𝑘 − 𝑥∗⟩

]
= 𝑡𝑘 𝔼

[
⟨𝔼𝜉𝑘 [𝑑 (𝑥𝑘 , 𝜉𝑘)], 𝑥𝑘 − 𝑥∗⟩

]
= 𝑡𝑘 𝔼

[
⟨∇𝑓 (𝑥𝑘), 𝑥𝑘 − 𝑥∗⟩

]
22



3 stochastic gradient methods

by Assumption (a1), since we take the conditional expectation only over 𝜉𝑘 , which does

not depend on 𝜉0, . . . , 𝜉𝑘−1. By a similar argument, we have for the third term

𝔼
[
𝑡2

𝑘
∥𝑑𝑘 ∥2

]
= 𝑡2

𝑘
𝔼

[
𝔼𝜉𝑘

[
∥𝑑𝑘 ∥2 | 𝜉0, . . . , 𝜉𝑘−1

] ]
= 𝑡2

𝑘
𝔼

[
𝔼𝜉𝑘

[
∥𝑑 (𝑥𝑘 , 𝜉𝑘)∥2

] ]
≤ 𝑡2

𝑘
𝑀2

by Assumption (a2). We thus have

(3.3) 𝔼
[
∥𝑥𝑘+1 − 𝑥∗∥2

]
≤ 𝔼

[
∥𝑥𝑘 − 𝑥∗∥2

]
− 2𝑡𝑘 𝔼

[
⟨∇𝑓 (𝑥𝑘), 𝑥𝑘 − 𝑥∗⟩

]
+ 𝑡2

𝑘
𝑀2.

Nowwe use convexity of 𝑓 in the form of the gradient inequality (i), which by monotonicity

of the expectation yields

𝑡𝑘 𝔼
[
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)

]
≤ 𝑡𝑘 𝔼

[
⟨∇𝑓 (𝑥𝑘), 𝑥𝑘 − 𝑥∗⟩

]
≤ 1

2

𝔼
[
∥𝑥𝑘 − 𝑥∗∥2

]
− 1

2

𝔼
[
∥𝑥𝑘+1 − 𝑥∗∥2

]
+ 1

2

𝑡2

𝑘
𝑀2.

From here, we proceed as usual: by a telescoping sum over all 𝑗 = 0, . . . , 𝑘 , we obtain

𝑘∑︁
𝑗=0

𝑡 𝑗 𝔼
[
𝑓 (𝑥 𝑗 ) − 𝑓 (𝑥∗)

]
≤ 1

2

𝔼
[
∥𝑥0 − 𝑥∗∥2

]
− 1

2

𝔼
[
∥𝑥𝑘+1 − 𝑥∗∥2

]
+ 1

2

𝑘∑︁
𝑗=0

𝑡2

𝑗𝑀
2

≤ 1

2

∥𝑥0 − 𝑥∗∥2 + 1

2

𝑘∑︁
𝑗=0

𝑡2

𝑗𝑀
2,

since the starting value 𝑥0
is not random. Set now 𝛾 𝑗 :=

𝑡 𝑗∑𝑘
𝑖=0

𝑡𝑖
for 𝑗 = 0, . . . , 𝑘 such that

𝛾 𝑗 ∈ (0, 1) and ∑𝑘
𝑗=0
𝛾 𝑗 = 1. Applying convexity of 𝑓 for each summand, we have that

𝑓 (𝑥𝑘𝛾 ) ≤
∑𝑘
𝑗=0
𝛾 𝑗 𝑓 (𝑥 𝑗 ). Together with the monotonicity of expectation, we arrive at

𝔼
[
𝑓 (𝑥𝑘𝛾 ) − 𝑓 (𝑥∗)

]
≤

𝑘∑︁
𝑗=0

𝛾 𝑗 𝔼
[
𝑓 (𝑥 𝑗 ) − 𝑓 (𝑥∗)

]
≤

∥𝑥0 − 𝑥∗∥2 +𝑀2
∑𝑘
𝑗=0
𝑡2

𝑗

2

∑𝑘
𝑗=0
𝑡 𝑗

as claimed. □

Note that we usedAssumptions (a1) and (a2) only for the actually used directions {𝑑𝑘}𝑘∈ℕ.

This result immediately implies (ergodic) convergence under the usual assumptions that

the step sizes go to zero slowly enough.

Corollary 3.2. Let 𝑓 : ℝ𝑛 → ℝ be smooth and convex, and let 𝑥∗ ∈ ℝ𝑛
be a minimizer of 𝑓 . If

Assumptions (a1) and (a2) hold and

∑
𝑘∈ℕ 𝑡𝑘 =∞ and

∑
𝑘∈ℕ 𝑡

2

𝑘
< ∞, then

𝑓 (𝑥𝑘𝛾 ) → 𝑓 (𝑥∗) for 𝑘 → ∞.
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3 stochastic gradient methods

The assumptions are satisfied in particular for the typical choice 𝑡𝑘 = 1

𝑘+1
. However, the

convergence can be arbitrarily slow. We can improve this using an adapted step size.

Corollary 3.3. Let 𝑓 : ℝ𝑛 → ℝ be smooth and convex, and let 𝑥∗ ∈ ℝ𝑛
be a minimizer of 𝑓 . If

Assumptions (a1) and (a2) hold and 𝑡𝑘 =
∥𝑥0−𝑥∗∥𝑀−1

√
𝑘+1

, then

𝔼
[
𝑓 (𝑥𝑘𝛾 ) − 𝑓 (𝑥∗)

]
≤ 𝑀 ∥𝑥0 − 𝑥∗∥ 2 + log(𝑘)

2

√
𝑘 + 1

.

Proof. With this choice of 𝑡𝑘 , the estimate from Theorem 3.1 simplifies to

𝔼
[
𝑓 (𝑥𝑘𝛾 ) − 𝑓 ∗

]
≤ ∥𝑥0 − 𝑥∗∥𝑀

1 + ∑𝑘
𝑗=0

1

𝑗+1

2

∑𝑘
𝑗=0

1√
𝑗+1

.

We now bound the denominator by

𝑘∑︁
𝑗=0

1

√
𝑗 + 1

≥
𝑘∑︁
𝑗=0

1

√
𝑘 + 1

=
𝑘 + 1

√
𝑘 + 1

=
√
𝑘 + 1.

For the numerator, we use the Euler–Maclaurin formula: Since 𝑥 ↦→ 1

𝑥
is monotonically

decreasing on [1,∞),

𝑘∑︁
𝑗=0

1

𝑗 + 1

= 1 +
𝑘∑︁
𝑗=1

1

𝑗 + 1

≤ 1 +
∫ 𝑘

1

1

𝑥
𝑑𝑥 = 1 + log(𝑘). □

Although due to the logarithmic term, this is slower than
1√
𝑘
, it is still faster than

1

𝑘𝑠
for all

𝑠 < 1

2
.

We can even choose a constant step size if we only consider a finite number of steps

𝑘 = 1, . . . , 𝐾 for 𝐾 < ∞ (sometimes called an epoch, especially for 𝐾 = 𝑁 ); of course we can

then restart the method with 𝑥0 = 𝑥𝐾𝛾 as often as we like. (But note that since we have no

convergence for the iterates, it’s possible that ∥𝑥𝐾𝛾 − 𝑥∗∥ ≫ ∥𝑥0 − 𝑥∗∥. We can therefore

not conclude from this that the final iterates converge as the number of epochs goes to

infinity!)

Taking 𝑡𝑘 = 𝑡 > 0 and 𝑘 = 𝐾 fixed in Theorem 3.1, the estimate simplifies to

𝔼
[
𝑓 (𝑥𝐾𝛾 ) − 𝑓 (𝑥∗)

]
≤ ∥𝑥0 − 𝑥∗∥2 +𝑀2(𝐾 + 1)𝑡2

2(𝐾 + 1)𝑡 ,

and a simple computation shows that the right-hand side is minimized for

𝑡 =
∥𝑥0 − 𝑥∗∥
𝑀
√
𝐾 + 1

,
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3 stochastic gradient methods

which leads to the optimal estimate

𝔼
[
𝑓 (𝑥𝐾𝛾 ) − 𝑓 (𝑥∗)

]
≤ ∥𝑥0 − 𝑥∗∥𝑀

√
𝐾 + 1

.

With this choice, the ergodic weight also simplifies to

𝛾 𝑗 =
𝑡

(𝐾 + 1)𝑡 =
1

𝐾 + 1

, 𝑗 = 0, . . . , 𝐾,

and hence

𝑥𝐾 := 𝑥𝐾𝛾 =
1

𝐾 + 1

𝐾∑︁
𝑘=0

𝑥𝑘 .

A simple induction argument shows that 𝑥𝐾 can be computed recursively as

𝑥𝑘+1 =
1

𝑘 + 1

𝑥𝑘+1 +
(
1 − 1

𝑘 + 1

)
𝑥𝑘 ,

so that it is not necessary to save the iterates during the iteration.

This optimal choice of step size is of course not applicable in practice; however, the estimate

is robust in the sense that any scaling of 𝑡 simply changes the constant in the estimate, not

the rate. We have thus shown

Corollary 3.4. Let 𝑓 : ℝ𝑛 → ℝ be smooth and convex, and let 𝑥∗ ∈ ℝ𝑛
be a minimizer of 𝑓 . If

Assumptions (a1) and (a2) hold and 𝑡𝑘 =
𝜏√
𝐾+1

for some 𝐾 ∈ ℕ and 𝜏 > 0, then the empirical

mean 𝑥𝐾 := 1

𝐾+1

∑𝐾
𝑘=0

𝑥𝑘 satisfies

𝔼
[
𝑓 (𝑥𝐾 ) − 𝑓 (𝑥∗)

]
≤ ∥𝑥0 − 𝑥∗∥2 +𝑀2𝜏2

2

√
𝐾 + 1

.

strongly convex functions

We briefly discuss how these rates can be improved for strongly convex functions.

Theorem 3.5. Let 𝑓 : ℝ𝑛 → ℝ be smooth and 𝜇-convex, and let 𝑥∗ ∈ ℝ𝑛
be a minimizer of 𝑓 .

If Assumptions (a1) and (a2) hold, then we have

(i) for 𝑡𝑘 =
1

𝜇 (𝑘+1) and the empirical mean 𝑥𝑘 = 1

𝑘+1

∑𝑛
𝑗=0
𝑥 𝑗 ,

𝔼
[
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)

]
≤ 𝑀2

1 + log(𝑘)
2𝜇 (𝑘 + 1) ;
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3 stochastic gradient methods

(ii) for 𝑡𝑘 = 𝑡 <
1

𝜇
,

𝔼
[
∥𝑥𝑘 − 𝑥∗∥2

]
− 𝑡

𝜇
𝑀2 ≤ (1 − 𝑡𝜇)𝑘

(
𝔼

[
∥𝑥0 − 𝑥∗∥2

]
− 𝑡

𝜇
𝑀2

)
Proof. Exactly as in the proof of Theorem 3.1, we can derive the estimate (3.3). Applying

now the strong gradient inequality from Theorem 1.4 (iii), we obtain

(3.4) 𝑡𝑘 𝔼
[
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)

]
≤ 𝑡𝑘 𝔼

[
⟨∇𝑓 (𝑥𝑘), 𝑥𝑘 − 𝑥∗⟩

]
− 𝑡𝑘

𝜇

2

𝔼
[
∥𝑥𝑘 − 𝑥∗∥2

]
≤ 1

2

𝔼
[
(1 − 𝜇𝑡𝑘)∥𝑥𝑘 − 𝑥∗∥2

]
− 1

2

𝔼
[
∥𝑥𝑘+1 − 𝑥∗∥2

]
+ 1

2

𝑡2

𝑘
𝑀2.

We now distinguish the two choices of step sizes.

Ad (i): Inserting 𝑡𝑘 =
1

𝜇 (𝑘+1) and dividing by 𝑡𝑘 > 0, (3.4) simplifies to

𝔼
[
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)

]
≤ 𝜇

2

(
𝑘 𝔼

[
∥𝑥𝑘 − 𝑥∗∥2

]
− (𝑘 + 1) 𝔼

[
∥𝑥𝑘+1 − 𝑥∗∥2

] )
+ 𝑀2

2𝜇 (𝑘 + 1) ,

and hence summing over all 𝑗 = 0, . . . , 𝑘 and telescoping yields

𝑘∑︁
𝑗=0

𝔼
[
𝑓 (𝑥𝑘) − 𝑓 (𝑥∗)

]
≤ −𝜇

2

(𝑘 + 1) 𝔼[∥𝑥𝑘+1 − 𝑥∗∥2] + 𝑀2

2𝜇

𝑘∑︁
𝑗=0

1

𝑗 + 1

≤ 𝑀2(1 + log(𝑘))
2𝜇

using the same estimate as in the proof of Corollary 3.3. Dividing both sides by
1

𝑘+1
and

using again convexity of 𝑓 yields the first claim.

Ad (ii): Rearranging (3.4) and using that 𝑓 (𝑥𝑘) ≥ 𝑓 (𝑥∗) by definition yields

𝔼
[
∥𝑥𝑘+1 − 𝑥∗∥2

]
≤ (1 − 𝜇𝑡) 𝔼

[
∥𝑥𝑘 − 𝑥∗∥2

]
+ 𝑡2𝑀2.

Subtracting
𝑡
𝜇
𝑀2

from both sides, we obtain

𝔼
[
∥𝑥𝑘+1 − 𝑥∗∥2

]
− 𝑡

𝜇
𝑀2 ≤ (1 − 𝜇𝑡)

(
𝔼

[
∥𝑥𝑘 − 𝑥∗∥2

]
− 𝑡

𝜇
𝑀2

)
We can now apply induction to arrive at the second claim. □

This shows that for strongly convex functions, stochastic gradient descent converges at

linear rate to some point in the neighborhood of the minimizer and remains there.

3.2 acceleration

We again consider possible approaches for accelerating the convergence of stochastic

gradient methods. Since their analysis is very technical and the theoretical guarantees are

comparatively weak, we will only present the main ideas and algorithms and discuss their

qualitative behavior
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variance reduction

We recall the main estimate (3.3) in the proof of Theorem 3.1: for 𝑑𝑘 a random sample of

∇𝑓 (𝑥𝑘), we have

𝔼
[
∥𝑥𝑘+1 − 𝑥∗∥2

]
≤ 𝔼

[
∥𝑥𝑘 − 𝑥∗∥2

]
− 2𝑡𝑘 𝔼

[
⟨𝔼[𝑑𝑘], 𝑥𝑘 − 𝑥∗⟩

]
+ 𝑡2

𝑘
𝔼[∥𝑑𝑘 ∥2] .

This can be seen as an instance of bias–variance decomposition of the error: The second

term involves the bias of 𝑑𝑘 (which vanished by Assumption (a1)), while the second term is

related to the variance of 𝑑𝑘 (which was bounded by the “sledge hammer” of Assumption

(a2)). The idea is now to correct this sample by keeping a running estimate of the full

gradient such that the bias is still zero but the variance is reduced, which allows getting

rid of the𝑀2
term in the error estimate.

One particular approach for problems of the form (3.1) is the SAGA algorithm: For 𝑥0 ∈ ℝ𝑛
,

set 𝑧0
:= ∇𝑓 (𝑥0), then iterate

(3.5)


𝑥𝑘+1 = 𝑥𝑘 − 𝑡

(
∇𝑓𝑖 (𝑘) (𝑥𝑘) +

1

𝑁

𝑁∑︁
𝑖=1

𝑧𝑘𝑖 − 𝑧𝑘𝑖 (𝑘)

)
𝑧𝑘+1

𝑖 =

{
∇𝑓𝑖 (𝑥𝑘) if 𝑖 = 𝑖 (𝑘)
𝑧𝑘𝑖 else

where 𝑖 (𝑘) is again sampled independently and uniformly from {1, . . . , 𝑁 } in every iteration.
Since by definition,

𝔼
[
𝑧𝑘
𝑖 (𝑘)

]
=

1

𝑁

𝑁∑︁
𝑖=1

𝑧𝑘𝑖 ,

this update is still unbiased, but if the random variable 𝑧𝑘
𝑖 (𝑘) is positively correlated with

∇𝑓𝑖 (𝑘) (𝑥𝑘), then it has a smaller variance, which allows for larger step sizes.

For strongly convex functions, this allows overcoming the issue with nonconvergence for

constant step sizes; see [Bach 2024, Prop. 5.9].

Theorem 3.6. Let 𝑓 : ℝ𝑛 → ℝ given by (3.1) be smooth and 𝜇-convex, and let 𝑥∗ ∈ ℝ𝑛
be a

minimizer of 𝑓 . If Assumption (a1) holds and 𝑓𝑖 is 𝐿-smooth for every 𝑖 = 1, . . . , 𝑁 , then the

iterates {𝑥𝑘}𝑘∈ℕ of (3.5) for 𝑡 = 1

4𝐿
satisfy

𝔼
[
∥𝑥𝑘 − 𝑥∗∥2

]
≤

(
1 − min

{
1

3𝑁
,

3𝜇

16𝐿

})𝑘 (
1 + 𝑁

4

)
∥𝑥0 − 𝑥∗∥2.
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adaptivity and momentum

This approach can be improved by using an empirical variance estimator to obtain a better

(estimated) bound on the step size in each iteration; in order for early iterates far from

the minimizer not to influence the estimate, an exponentially weighted average is used.

This estimate of the variance can even be used to reduce the variance for each component,

allowing longer steps for components where the gradient variance is low.

This idea leads to the following general class of algorithms: For 𝑥0 ∈ ℝ𝑛
and 𝑑0 = 𝑣0 = 0,

iterate

𝑑𝑘 = 𝛽𝑑𝑘−1 + 𝑑 (𝑥𝑘 , 𝜉𝑘) 𝜉𝑘 ∼ 𝜉 independent
𝑣𝑘𝑖 = 𝛾𝑣𝑘−1

𝑖 + [𝑑 (𝑥𝑘 , 𝜉𝑘)]2

𝑖 𝑖 = 1, . . . , 𝑛

𝑥𝑘+1

𝑖 = 𝑥𝑘𝑖 − 𝑡𝑘
𝑑𝑘𝑖√︃
𝑣𝑘
𝑖
+ 𝜀

𝑖 = 1, . . . , 𝑛

where 𝛽 > 0 controls the momentum as in a heavy-ball method and𝛾 > 0 similarly controls

the decay of the empirical variance estimate 𝑣𝑘 . (Note the componentwise squaring and

division in the last two updates.)

Depending on the choice of 𝛽 , 𝛾 , and 𝑡𝑘 , this covers a number of algorithms popular in

machine learning, e.g.,

• Adagrad with 𝛾 = 1, 𝛽 ∈ [0, 1), and 𝑡𝑘 = 𝑡 > 0;

• Adam with 𝛾 ∈ (0, 1), 𝛽 ∈ [0, 𝛾), and 𝑡𝑘 = 𝑡 (1 − 𝛽)
√︃

1−𝛾𝑘+1

1−𝛾 for 𝑡 > 0.

Especially Adam is very popular for training neural networks (which is a nonconvex prob-

lem). While it is known to not converge in general, there are conditions where convergence

to a stationary point can be shown, see, e.g., [Défossez et al. 2022], although with rates

that are not higher than for non-adaptive methods. Nevertheless, in practice these yield

very fast decrease of the objective, in particular when only considering a finite number of

iterations (epochs).
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4 FUNDAMENTALS OF CONVEX ANALYSIS

We have already seen how convexity allows obtaining particularly strong results in op-

timization. In fact, convexity is such a strong property that it can completely replace

smoothness! As we will see, we can even deal with functions that can take the value +∞,

allowing us to include hard constraints in the function (since a function that is finite at

some point will certainly not attain its minimum where the function is infinite).

We extend the usual arithmetic on ℝ to ℝ := ℝ ∪ {∞} by letting 𝑡 < ∞ and 𝑡 +∞ =∞ for

all 𝑡 ∈ ℝ; we set 𝑡 · ∞ =∞ for 𝑡 > 0 and 0 · ∞ = 0. Addition and multiplication of negative

numbers with ∞ and in particular 𝐹 (𝑥) = −∞ is not allowed, however, nor is division. We

thus consider from now on functionals 𝐹 : ℝ𝑛 → ℝ. The set on which 𝐹 is finite is called

the effective domain

dom 𝐹 := {𝑥 ∈ ℝ𝑛 | 𝐹 (𝑥) < ∞} .
If dom 𝐹 ≠ ∅, the functional 𝐹 is called proper.

1

4.1 convex and lower semicontinuous functions

We first collect some basic properties of extended real-valued functions that are useful in

optimization. First, just as for real-valued functions, we call 𝐹 : ℝ𝑛 → ℝ convex if

𝐹 (𝜆𝑥 + (1 − 𝜆)𝑦) ≤ 𝜆𝐹 (𝑥) + (1 − 𝜆)𝐹 (𝑦), for all 𝑥, 𝑦 ∈ ℝ𝑛, 𝜆 ∈ (0, 1),

where now the value ∞ is allowed on both sides. (This immediately implies that dom 𝐹 is

convex if 𝐹 is proper and convex.) We similarly define strict convexity using strict inequality

for 𝑥 ≠ 𝑦 .

Obviously, we cannot expect an extended real-valued function to be continuous. However,

since we are only interested in minimizers, we only require a “one-sided” continuity: We

call 𝐹 : ℝ𝑛 → ℝ lower semicontinuous in 𝑥 ∈ ℝ𝑛
if

𝐹 (𝑥) ≤ lim inf

𝑛→∞
𝐹 (𝑥𝑛) for every {𝑥𝑛}𝑛∈ℕ ⊂ ℝ𝑛

with 𝑥𝑛 → 𝑥 .

1
Note that this is not a consistent convention in the literature; some authors take ℝ = ℝ ∪ {−∞,∞} but
require 𝐹 (𝑥) ≠ −∞ for all 𝑥 ∈ ℝ𝑛

for a function to be proper. The result is the same either way: We don’t

talk about functions attaining the value −∞.
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Finally,we still call 𝐹 : ℝ𝑛 → ℝ coercive if for every sequence {𝑥𝑛}𝑛∈ℕ ⊂ ℝ𝑛
with ∥𝑥𝑛∥ → ∞

we also have 𝐹 (𝑥𝑛) → ∞. Replacing continuity with lower semicontinuity, we can proceed

exactly as in the proof of Theorem 1.6 to show existence of minimizers.

Theorem 4.1. Let 𝐹 : ℝ𝑛 → ℝ be proper, coercive, and lower semicontinuous. Then 𝐹 admits

a global minimizer 𝑥∗ ∈ dom 𝐹 . If 𝐹 is strictly convex, the minimizer is unique.

It remains to determine whether a function is lower semicontinous. Obviously, every

continuous function is lower semicontinuous; in particular, this holds for

(i) every norm ∥ · ∥;

(ii) affine functions of the form

𝐹 : ℝ𝑛 → ℝ, 𝑥 ↦→ ⟨𝑥∗, 𝑥⟩ + 𝛼

for fixed 𝑥∗ ∈ ℝ𝑛
and 𝛼 ∈ ℝ.

These functions are clearly convex as well. Furthermore, just like convexity, lower semi-

continuity is preserved under common operations.

Lemma 4.2. Let 𝐹 : ℝ𝑛 → ℝ be lower semicontinuous (convex). Then the following are also

lower semicontinuous (convex):

(i) 𝛼𝐹 for all 𝛼 ≥ 0;

(ii) 𝐹 +𝐺 for 𝐺 : ℝ𝑛 → ℝ lower semicontinuous (convex);

(iii) 𝜑 ◦ 𝐹 for 𝜑 : ℝ → ℝ lower semicontinuous (convex) and increasing;

(iv) 𝐹 ◦𝐴 for 𝐴 : ℝ𝑚 → ℝ𝑛
affine;

(v) 𝑥 ↦→ sup𝑖∈𝐼 𝐹𝑖 (𝑥) for 𝐹𝑖 : ℝ𝑛 → ℝ lower semicontinuous (convex) and any index set 𝐼 .

Note that (v) does not hold for continuous functions!

A common example for not continuous but lower semicontinuous functions is the indicator

function of a set𝑈 ⊂ ℝ𝑛
, defined via

𝛿𝑈 (𝑥) =
{

0 if 𝑥 ∈ 𝑈 ,
∞ if 𝑥 ∈ ℝ𝑛 \𝑈 .

The motivation is of course to be able to write the constrained problem min𝑥∈𝑈 𝐹 (𝑥) as
the unconstrained problem min𝑥∈ℝ𝑛 𝐹 (𝑥) + 𝛿𝑈 (𝑥). Hence the following result is useful.

Lemma 4.3. Let𝑈 ⊂ ℝ𝑛
. Then 𝛿𝑈 : ℝ𝑛 → ℝ is

(i) proper if𝑈 is nonempty;
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(ii) convex if𝑈 is convex;

(iii) lower semicontinuous if𝑈 is closed;

(iv) coercive if𝑈 is bounded.

Proof. Statement (i) is clear, and (ii) follows directly from the definition. For (iii), consider a

converging sequence {𝑥𝑛}𝑛∈ℕ ⊂ ℝ𝑛
with limit 𝑥 ∈ ℝ𝑛

. If 𝑥 ∈ 𝑈 , then 𝛿𝑈 ≥ 0 immediately

yields

𝛿𝑈 (𝑥) = 0 ≤ lim inf

𝑛→∞
𝛿𝑈 (𝑥𝑛).

Let now 𝑥 ∉ 𝑈 . Since 𝑈 is closed, there must be an 𝑁 ∈ ℕ with 𝑥𝑛 ∉ 𝑈 for all 𝑛 ≥ 𝑁

(otherwise we could – by passing to a subsequence if necessary – construct a sequence

with 𝑥𝑛 → 𝑥 ∈ 𝑈 , in contradiction to the assumption). Thus, 𝛿𝑈 (𝑥𝑛) = ∞ for all 𝑛 ≥ 𝑁 ,

and therefore

𝛿𝑈 (𝑥) =∞ = lim inf

𝑛→∞
𝛿𝑈 (𝑥𝑛).

For (iv), let 𝑈 be bounded, i.e., there exist an𝑀 > 0 with𝑈 ⊂ 𝐾𝑀 (0). If ∥𝑥𝑛∥ → ∞, then

there exists an 𝑁 ∈ ℕ with ∥𝑥𝑛∥ > 𝑀 for all 𝑛 ≥ 𝑁 , and thus 𝑥𝑛 ∉ 𝐾𝑀 (0) ⊃ 𝑈 and hence

𝛿𝑈 (𝑥𝑛) for all 𝑛 ≥ 𝑁 . This implies that 𝛿𝑈 (𝑥𝑛) → ∞ as well. □

By Lemma 4.2 (v), the pointwise supremum of affine functions is convex. In fact, the

converse holds: every convex function can be written in this form. To that end, we defined

for a proper function 𝐹 : ℝ𝑛 → ℝ the convex hull

𝐹 Γ : ℝ𝑛 → ℝ, 𝑥 ↦→ sup {𝑎(𝑥) | 𝑎 affine with 𝑎(𝑥) ≤ 𝐹 (𝑥) for all 𝑥 ∈ ℝ𝑛} .

The proof of the following result is non-trivial and relies on the Hahn–Banach separation

theorems.

Theorem 4.4. Let 𝐹 : ℝ𝑛 → ℝ be proper. Then 𝐹 is convex and lower semicontinuous if and

only if 𝐹 = 𝐹 Γ .

We close with another non-trivial and surprising result:

Theorem 4.5. Let 𝐹 : ℝ𝑛 → ℝ be convex. Then 𝐹 is continuous on int(dom 𝐹 ).

We will have multiple other occasions to witness the unreasonably nice behavior of convex

functions on the interior of their effective domain.
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4.2 convex subdifferentials

We now turn to the characterization of minimizers of convex functionals via a Fermat

principle. For this, we require a generalized derivative that is on the one hand general

enough to also obtain optimality conditions for non-smooth problems and on the other

hand strong enough to allow for explicit computation and in particular calculus rules. We

would also like to use it for algorithms.

Motivated by the constant usefulness of the gradient inequality Theorem 1.4 (i), we thus

simply define our generalized derivative as the set (which may be empty!) of all vectors

that satisfy this inequality: For 𝐹 : ℝ𝑛 → ℝ and 𝑥 ∈ dom 𝐹 , we call

(4.1) 𝜕𝐹 (𝑥) := {𝑥∗ ∈ ℝ𝑛 | ⟨𝑥∗, 𝑥 − 𝑥⟩ ≤ 𝐹 (𝑥) − 𝐹 (𝑥) for all 𝑥 ∈ ℝ𝑛}

the (convex) subdifferential of 𝐹 in 𝑥 . (Note that 𝑥 ∉ dom 𝐹 is allowed since then the

inequality holds trivially.) For 𝑥 ∉ dom 𝐹 , we set 𝜕𝐹 (𝑥) = ∅. We note that the definition

directly implies that the set 𝜕𝐹 (𝑥) is convex and closed. An element 𝜉 ∈ 𝜕𝐹 (𝑥) is called
subgradient of 𝐹 at 𝑥 .

Directly from the definition, we also obtain our desired Fermat principle.

Theorem 4.6. Let 𝐹 : ℝ𝑛 → ℝ and 𝑥 ∈ dom 𝐹 . Then the following statements are equivalent:

(i) 0 ∈ 𝜕𝐹 (𝑥);

(ii) 𝐹 (𝑥) = min

𝑥∈ℝ𝑛
𝐹 (𝑥).

Proof. By definition, 0 ∈ 𝜕𝐹 (𝑥) if and only if

0 = ⟨0, 𝑥 − 𝑥⟩ ≤ 𝐹 (𝑥) − 𝐹 (𝑥) for all 𝑥 ∈ ℝ𝑛,

i.e., 𝐹 (𝑥) ≤ 𝐹 (𝑥) for all 𝑥 ∈ ℝ𝑛
. □

This matches the geometrical intuition: For𝑛 = 1, the affine function 𝑓 (𝑥) := 𝑓 (𝑥)+𝜉 (𝑥−𝑥)
with 𝜉 ∈ 𝜕𝑓 (𝑥) describes a tangent at (𝑥, 𝑓 (𝑥)) with slope 𝜉 ; the condition 𝜉 = 0 ∈ 𝜕𝑓 (𝑥)
thus means that 𝑓 has a horizontal tangent in 𝑥 .

It is not surprising that for convex functions, stronger claims are possible for the convex

subdifferential. A central tool for this is an equivalent characterization using the directional

derivative, which for 𝐹 : ℝ𝑛 → ℝ is defined for fixed 𝑥 ∈ ℝ𝑛
and direction ℎ ∈ ℝ𝑛

as

𝐹 ′(𝑥 ;ℎ) := lim

𝑡→0
+

𝐹 (𝑥 + 𝑡ℎ) − 𝐹 (𝑥)
𝑡

.

This limit exists (but need not be finite) for every convex function.
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Lemma 4.7. Let 𝐹 : ℝ𝑛 → ℝ be convex and 𝑥 ∈ dom 𝐹 and ℎ ∈ ℝ𝑛
be given. Then

(i) the function

𝜑 : (0,∞) → ℝ, 𝑡 ↦→ 𝐹 (𝑥 + 𝑡ℎ) − 𝐹 (𝑥)
𝑡

,

is increasing;

(ii) there exists a limit 𝐹 ′(𝑥 ;ℎ) = lim𝑡→0 𝜑 (𝑡) ∈ [−∞,∞], which satisfies

𝐹 ′(𝑥 ;ℎ) ≤ 𝐹 (𝑥 + ℎ) − 𝐹 (𝑥);

(iii) if 𝑥 ∈ int(dom 𝐹 ), the limit 𝐹 ′(𝑥 ;ℎ) is finite.

Proof. (i): Inserting the definition and sorting terms shows that for all 0 < 𝑠 ≤ 𝑡 , the

condition 𝜑 (𝑠) ≤ 𝜑 (𝑡) is equivalent to

𝐹 (𝑥 + 𝑠ℎ) ≤ 𝑠

𝑡
𝐹 (𝑥 + 𝑡ℎ) +

(
1 − 𝑠

𝑡

)
𝐹 (𝑥),

which follows from the convexity of 𝐹 since 𝑥 + 𝑠ℎ = 𝑠
𝑡
(𝑥 + 𝑡ℎ) + (1 − 𝑠

𝑡
)𝑥 .

(ii): The claim immediately follows from (i) since

𝐹 ′(𝑥 ;ℎ) = lim

𝑡→0

𝜑 (𝑡) = inf

𝑡>0

𝜑 (𝑡) ≤ 𝜑 (1) = 𝐹 (𝑥 + ℎ) − 𝐹 (𝑥) ∈ ℝ.

(iii): If 𝑥 ∈ int(dom 𝐹 ), then there exists an 𝜀 > 0 such that 𝑥 + 𝑡ℎ ∈ dom 𝐹 for all

𝑡 ∈ [−𝜀, 𝜀]. Proceeding as in (i), we obtain that 𝜑 (𝑠) ≤ 𝜑 (𝑡) for all 𝑠 < 𝑡 < 0 as well. From

𝑥 = 1

2
(𝑥 + 𝑡ℎ) + 1

2
(𝑥 − 𝑡ℎ) for 𝑡 > 0, we again obtain from the convexity of 𝐹 by rearranging

the definition that

𝜑 (−𝑡) = 𝐹 (𝑥 − 𝑡ℎ) − 𝐹 (𝑥)
−𝑡 ≤ 𝐹 (𝑥 + 𝑡ℎ) − 𝐹 (𝑥)

𝑡
= 𝜑 (𝑡)

and hence that 𝜑 is increasing on all ℝ \ {0}. As in (ii), the choice of 𝜀 now implies that

−∞ < 𝜑 (−𝜀) ≤ 𝐹 ′(𝑥 ;ℎ) ≤ 𝜑 (𝜀) < ∞. □

These properties yield an alternative characterization of the subdifferential.

Lemma 4.8. Let 𝐹 : ℝ𝑛 → ℝ be convex and 𝑥 ∈ dom 𝐹 . Then

𝜕𝐹 (𝑥) = {𝑥∗ ∈ ℝ𝑛 | ⟨𝑥∗, ℎ⟩ ≤ 𝐹 ′(𝑥 ;ℎ) for all ℎ ∈ ℝ𝑛} .

Proof. Since every 𝑥 ∈ ℝ𝑛
can be written as 𝑥 = 𝑥 + ℎ for some ℎ ∈ ℝ𝑛

and vice versa, it

suffices to show that for any 𝑥∗ ∈ ℝ𝑛
, the following statements are equivalent:

33



4 fundamentals of convex analysis

(i) ⟨𝑥∗, ℎ⟩ ≤ 𝐹 ′(𝑥 ;ℎ) for all ℎ ∈ ℝ𝑛
;

(ii) ⟨𝑥∗, ℎ⟩ ≤ 𝐹 (𝑥 + ℎ) − 𝐹 (𝑥) for all ℎ ∈ ℝ𝑛
.

(i)⇒ (ii): If 𝑥∗ ∈ ℝ𝑛
satisfies ⟨𝑥∗, ℎ⟩ ≤ 𝐹 ′(𝑥 ;ℎ) for all ℎ ∈ ℝ𝑛

, we immediately obtain from

Lemma 4.7 (ii) that

⟨𝑥∗, ℎ⟩ ≤ 𝐹 ′(𝑥 ;ℎ) ≤ 𝐹 (𝑥 + ℎ) − 𝐹 (𝑥) for all ℎ ∈ ℝ𝑛 .

Setting 𝑥 = 𝑥 + ℎ ∈ ℝ𝑛
then yields 𝑥∗ ∈ 𝜕𝐹 (𝑥).

(ii)⇒ (i): Conversely, if ⟨𝑥∗, ℎ⟩ ≤ 𝐹 (𝑥 +ℎ) −𝐹 (𝑥) holds for all ℎ ∈ ℝ𝑛
, it also holds for 𝑡ℎ for

all ℎ ∈ ℝ𝑛
and 𝑡 > 0. Dividing by 𝑡 and passing to the limit (which exists by Lemma 4.7 (ii))

then yields that

⟨𝑥∗, ℎ⟩ ≤ lim

𝑡→0

𝐹 (𝑥 + 𝑡ℎ) − 𝐹 (𝑥)
𝑡

= 𝐹 ′(𝑥 ;ℎ). □

We now look at some examples. First, the characterization from the directional derivative

indicates that the subdifferential is indeed a generalization of the classical derivative.

Theorem 4.9. Let 𝐹 : ℝ𝑛 → ℝ be convex and differentiable in 𝑥 . Then 𝜕𝐹 (𝑥) = {∇𝐹 (𝑥)}.

Proof. If 𝐹 is differentiable in 𝑥 ∈ ℝ𝑛
, then the directional derivative is given by

⟨∇𝐹 (𝑥), ℎ⟩ = 𝐹 ′(𝑥 ;ℎ) for all ℎ ∈ ℝ𝑛 .

Lemma 4.8 now immediately yields ∇𝐹 (𝑥) ∈ 𝜕𝐹 (𝑥).

Conversely, if 𝜉 ∈ 𝜕𝐹 (𝑥), then Lemma 4.8 implies that

⟨𝜉, ℎ⟩ ≤ 𝐹 ′(𝑥 ;ℎ) = ⟨∇𝐹 (𝑥), ℎ⟩ for all ℎ ∈ ℝ𝑛 .

Rearranging and taking ℎ = 𝜉 − ∇𝐹 (𝑥) ∈ ℝ𝑛
shows ∥𝜉 − ∇𝐹 (𝑥)∥2 ≤ 0, which is only

possible if 𝜉 = ∇𝐹 (𝑥). □

Of course, we would also like to compute subdifferentials of nonsmooth functions. The

canonical example is any norm ∥ · ∥ on ℝ𝑛
, which is not differentiable in 𝑥 = 0. For the

following result we need the corresponding dual norm (or operator norm) on ℝ𝑛
, defined

via

∥𝑥∗∥∗ := sup

𝑥∈ℝ𝑛\{0}

⟨𝑥∗, 𝑥⟩
∥𝑥 ∥ = sup

∥𝑥 ∥≤1

⟨𝑥∗, 𝑥⟩.

The definition directly implies that ∥𝑥∗∥∗ ≥ ∥𝑥 ∥−1⟨𝑥∗, 𝑥⟩ for all 𝑥 ∈ ℝ𝑛 \ {0} and hence

that

(4.2) ⟨𝑥∗, 𝑥⟩ ≤ ∥𝑥∗∥∗∥𝑥 ∥ for all 𝑥∗, 𝑥 ∈ ℝ𝑛,

which can be seen as a generalization of the Cauchy–Schwarz inequality.

We recall from linear algebra that for ∥𝑥 ∥ = ∥𝑥 ∥𝑝 , it holds that ∥𝑥∗∥∗ = ∥𝑥∗∥𝑞 with

𝑝−1 + 𝑞−1 = 1 and hence in particular
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(i) ∥𝑥∗∥∗ = ∥𝑥 ∥2 for 𝑝 = 2;

(ii) ∥𝑥∗∥∗ = ∥𝑥∗∥∞ for 𝑝 = 1;

(iii) ∥𝑥∗∥∗ = ∥𝑥∗∥1 for 𝑝 =∞.

We then have the following characterization.

Theorem 4.10. For 𝑥 ∈ ℝ𝑛
,

𝜕(∥ · ∥)(𝑥) =
{
{𝑥∗ ∈ ℝ𝑛 | ⟨𝑥∗, 𝑥⟩ = ∥𝑥 ∥ and ∥𝑥∗∥∗ = 1} if 𝑥 ≠ 0,

{𝑥∗ ∈ ℝ𝑛 | ∥𝑥∗∥∗ ≤ 1} if 𝑥 = 0.

Proof. For 𝑥 = 0, we have 𝑥∗ ∈ 𝜕(∥ · ∥)(𝑥) by definition if and only if

⟨𝑥∗, 𝑥⟩ ≤ ∥𝑥 ∥ for all 𝑥 ∈ \{0}

(since the inequality is trivial for 𝑥 = 0), which by the definition of the operator norm holds

if and only if ∥𝑥∗∥∗ ≤ 1.

Let now 𝑥 ≠ 0 and consider 𝑥∗ ∈ 𝜕(∥ · ∥)(𝑥). Inserting first 𝑥 = 0 and then 𝑥 = 2𝑥 into the

definition (4.1) yields the sequence of inequalities

∥𝑥 ∥ ≤ ⟨𝑥∗, 𝑥⟩ = ⟨𝑥∗, 2𝑥 − 𝑥⟩ ≤ ∥2𝑥 ∥ − ∥𝑥 ∥ = ∥𝑥 ∥,

which imply that ⟨𝑥∗, 𝑥⟩ = ∥𝑥 ∥. Similarly, we have for all 𝑥 ∈ ℝ𝑛
that

⟨𝑥∗, 𝑥⟩ = ⟨𝑥∗, (𝑥 + 𝑥) − 𝑥⟩ ≤ ∥𝑥 + 𝑥 ∥ − ∥𝑥 ∥ ≤ ∥𝑥 ∥,

As in the case 𝑥 = 0, this implies that ∥𝑥∗∥∗ ≤ 1. For 𝑥 = 𝑥/∥𝑥 ∥ we further have that

⟨𝑥∗, 𝑥⟩ = ∥𝑥 ∥−1⟨𝑥∗, 𝑥⟩ = ∥𝑥 ∥−1∥𝑥 ∥ = 1.

Hence, ∥𝑥∗∥∗ = 1 is in fact attained.

Conversely, let 𝑥∗ ∈ ℝ𝑛
with ⟨𝑥∗, 𝑥⟩ = ∥𝑥 ∥ and ∥𝑥∗∥∗ = 1. Then we obtain for all 𝑥 ∈ ℝ𝑛

from (4.2) that

⟨𝑥∗, 𝑥 − 𝑥⟩ = ⟨𝑥∗, 𝑥⟩ − ⟨𝑥∗, 𝑥⟩ ≤ ∥𝑥 ∥ − ∥𝑥 ∥,
and hence 𝑥∗ ∈ 𝜕(∥ · ∥)(𝑥) by definition. □

In particular, we obtain for ℝ𝑛 = ℝ the subdifferential of the absolute value function as

𝜕( | · |) (𝑡) = sign(𝑡) :=


{1} if 𝑡 > 0,

{−1} if 𝑡 < 0,

[−1, 1] if 𝑡 = 0.

We can also give a more explicit characterization of the subdifferential of the indicator

functional of a set 𝐶 ⊂ ℝ𝑛
.
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Lemma 4.11. For any 𝐶 ⊂ ℝ𝑛
,

𝜕𝛿𝐶 (𝑥) = {𝑥∗ ∈ ℝ𝑛 | ⟨𝑥∗, 𝑥 − 𝑥⟩ ≤ 0 for all 𝑥 ∈ 𝐶} .

Proof. For any 𝑥 ∈ 𝐶 = dom𝛿𝐶 , we have that

𝑥∗ ∈ 𝜕𝛿𝐶 (𝑥) ⇔ ⟨𝑥∗, 𝑥 − 𝑥⟩ ≤ 𝛿𝐶 (𝑥) for all 𝑥 ∈ ℝ𝑛

⇔ ⟨𝑥∗, 𝑥 − 𝑥⟩ ≤ 0 for all 𝑥 ∈ 𝐶,

since the first inequality is trivially satisfied for all 𝑥 ∉ 𝐶 . □

The set 𝑁𝐶 (𝑥) := 𝜕𝛿𝐶 (𝑥) is also called the (convex) normal cone to 𝐶 at 𝑥 (which may be

empty if 𝐶 is not convex). Depending on the set 𝐶 , this can be made even more explicit.

Example 4.12. Let ℝ𝑛 = ℝ and 𝐶 = [−1, 1], and let 𝑡 ∈ 𝐶 . Then we have 𝑥∗ ∈ 𝜕𝛿 [−1,1] (𝑡)
if and only if 𝑥∗(𝑡 − 𝑡) ≤ 0 for all 𝑡 ∈ [−1, 1]. We proceed by distinguishing three cases.

Case 1: 𝑡 = 1. Then 𝑡 − 𝑡 ∈ [−2, 0], and hence the product is nonpositive if and

only if 𝑥∗ ≥ 0.

Case 2: 𝑡 = −1. Then 𝑡 − 𝑡 ∈ [0, 2], and hence the product is nonpositive if and

only if 𝑥∗ ≤ 0.

Case 3: 𝑡 ∈ (−1, 1). Then 𝑡 − 𝑡 can be positive as well as negative, and hence only

𝑥∗ = 0 is possible.

We thus obtain that

𝜕𝛿 [−1,1] (𝑡) =


[0,∞) if 𝑡 = 1,

(−∞, 0] if 𝑡 = −1,

{0} if 𝑡 ∈ (−1, 1),
∅ if 𝑡 ∈ ℝ \ [−1, 1] .

The case 𝑛 > 1 can be obtained from this via the following result.

Theorem 4.13. Let 𝐹 : ℝ𝑛 → ℝ be separable. i.e., 𝐹 (𝑥) = ∑𝑛
𝑖=1
𝑓𝑖 (𝑥𝑖) for 𝑓𝑖 : ℝ → ℝ. Then

for all 𝑥 ∈ dom 𝐹 ,

𝜕𝐹 (𝑥) = {𝜉 ∈ ℝ𝑛 | 𝜉𝑖 ∈ 𝜕𝑓𝑖 (𝑥𝑖), 1 ≤ 𝑖 ≤ 𝑛} .

Proof. If 𝜉𝑖 ∈ 𝜕𝑓𝑖 (𝑥𝑖) for all 1 ≤ 𝑖 ≤ 𝑛, then we can simply sum the inequality in the

definition of (4.1) for all 𝑓𝑖 to deduce that for all 𝑥 ∈ ℝ𝑛
,

⟨𝜉, 𝑥 − 𝑥⟩ =
𝑛∑︁
𝑖=1

𝜉𝑖 (𝑥𝑖 − 𝑥𝑖) ≤
𝑛∑︁
𝑖=1

(𝑓𝑖 (𝑥𝑖) − 𝑓𝑖 (𝑥𝑖)) = 𝐹 (𝑥) − 𝐹 (𝑥).
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Conversely, let 𝜉 ∈ 𝜕𝐹 (𝑥) and set for any 1 ≤ 𝑖 ≤ 𝑛 and 𝑡 ∈ ℝ

𝑥 := (𝑥1, . . . , 𝑥𝑛)𝑇 , 𝑥 𝑗 :=

{
𝑡 if 𝑗 = 𝑖,

𝑥𝑖 if 𝑗 ≠ 𝑖 .

Then we have for all 𝑡 ∈ ℝ that

𝜉𝑖 (𝑡 − 𝑥𝑖) = ⟨𝜉, 𝑥 − 𝑥𝑖⟩ ≤ 𝐹 (𝑥) − 𝐹 (𝑥) = 𝑓𝑖 (𝑡) − 𝑓𝑖 (𝑥𝑖),

i.e., 𝜉𝑖 ∈ 𝜕𝑓𝑖 (𝑥𝑖). □

Together with the above examples, this yields componentwise expressions for the sub-

differential of the norm ∥ · ∥1 =
∑
𝑖 |𝑥𝑖 | as well as of the indicator function 𝛿∥·∥∞≤1(𝑥) =∑

𝑖 𝛿 [−1,1] (𝑥𝑖).

As for classical derivatives, one rarely obtains subdifferentials from the fundamental defini-

tion but rather by applying calculus rules. It stands to reason that these are more difficult

to derive the weaker the derivative concept is (i.e., the more functionals are differentiable

in that sense). For convex subdifferentials, the following two rules still follow directly from

the definition.

Lemma 4.14. Let 𝐹 : ℝ𝑛 → ℝ and 𝑥 ∈ dom 𝐹 . Then

(i) 𝜕(𝜆𝐹 ) (𝑥) = 𝜆(𝜕𝐹 (𝑥)) := {𝜆𝜉 | 𝜉 ∈ 𝜕𝐹 (𝑥)} for 𝜆 ≥ 0;

(ii) 𝜕𝐹 (· + 𝑥0) (𝑥) = 𝜕𝐹 (𝑥 + 𝑥0) for 𝑥0 ∈ ℝ𝑛
with 𝑥 + 𝑥0 ∈ dom 𝐹 .

Already the sum rule is considerably more delicate and requires additional assumptions.

Again, the proof is involved and relies on the Hahn–Banach separation theorem.

Theorem 4.15 (sum rule). Let 𝐹,𝐺 : ℝ𝑛 → ℝ be convex and 𝑥 ∈ dom 𝐹 ∩ dom𝐺 .Then

𝜕(𝐹 +𝐺) (𝑥) ⊃ 𝜕𝐹 (𝑥) + 𝜕𝐺 (𝑥) := {𝜉 + 𝜂 | 𝜉 ∈ 𝜕𝐹 (𝑥), 𝜂 ∈ 𝜕𝐺 (𝑥)} ,

with equality if there exists an 𝑥0 ∈ int(dom 𝐹 ) ∩ dom𝐺 .

By induction, we obtain from this sum rules for an arbitrary (finite) number of functionals

(where 𝑥0 has to be an interior point of all but one effective domain). A chain rule for linear

operators can be proved similarly.

Theorem 4.16 (chain rule). Let𝐴 ∈ ℝ𝑚×𝑛
, 𝐹 : ℝ𝑚 → ℝ be convex, and 𝑥 ∈ dom(𝐹 ◦𝐴). Then

𝜕(𝐹 ◦𝐴) (𝑥) ⊃ 𝐴∗𝜕𝐹 (𝐴𝑥) := {𝐴∗𝑦∗ | 𝑦∗ ∈ 𝜕𝐹 (𝐴𝑥)} ,

with equality if there exists an 𝑥0 ∈ ℝ𝑛
with 𝐴𝑥0 ∈ int(dom 𝐹 ).
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We can also obtain a chain rule when the inner mapping is nondifferentiable. Here the

proof relies on a similar chain rule for directional derivatives.

Theorem 4.17. Let 𝐹 : ℝ𝑛 → ℝ be convex and 𝜑 : ℝ → ℝ be convex, increasing, and

differentiable. Then 𝜑 ◦ 𝐹 is convex, and for all 𝑥 ∈ ℝ𝑛
,

𝜕(𝜑 ◦ 𝐹 ) (𝑥) = 𝜑′(𝐹 (𝑥))𝜕𝐹 (𝑥) = {𝜑′(𝐹 (𝑥))𝑥∗ | 𝑥∗ ∈ 𝜕𝐹 (𝑥)} .

4.3 proximal mappings

For algorithms, having a set-valued derivative is challenging, since it’s not clear which

subgradient should be taken as a descent direction in place of the non-existing gradient.

To remedy this, we introduce a new operation that can replace the gradient step.

To this end, we define for a proper, convex, and lower semicontinuous functional 𝐹 : ℝ𝑛 →
ℝ the proximal mapping

prox𝐹 : ℝ𝑛 → ℝ𝑛, prox𝐹 (𝑥) = arg min

𝑧∈ℝ𝑛

1

2

∥𝑧 − 𝑥 ∥2 + 𝐹 (𝑧).

(Intuitively, we are trying to make 𝐹 (𝑧) as small as possible while staying close to 𝑥 –

similar to a gradient step.) Since 𝐹 is convex, we know from Theorem 4.4 that it is bounded

from below by an affine function. This implies that 𝑧 ↦→ 𝐹 (𝑧) + 1

2
∥𝑧 − 𝑥 ∥2

is coercive

(since the increasing quadratic function “wins” at infinity); it is also proper and lower

semicontinuous as well as strictly convex. Theorem 4.1 thus guarantees that this function

has a unique minimizer 𝑧∗ = prox𝐹 (𝑥) for all 𝑥 ∈ ℝ𝑛
. Furthermore, since the squared norm

is always finite and differentiable, we can apply in turn the Fermat principle (Theorem 4.6),

the sum rule (Theorem 4.15), and Theorem 4.9 to obtain that

0 ∈ {𝑧∗ − 𝑥} + 𝜕𝐹 (𝑧∗) ⇔ 𝑥 ∈ {𝑧∗} + 𝜕𝐹 (𝑧∗) =: (Id+𝜕𝐹 ) (𝑧∗),

or in other words that

prox𝐹 (𝑥) = 𝑧∗ = (Id+𝜕𝐹 )−1(𝑥).
For later use, we can also introduce a parameter 𝛾 > 0. Since scaling a function doesn’t

change its minimizer (only its minimum) and 𝜕(𝛾𝐹 ) = 𝛾 (𝜕𝐹 ) by Lemma 4.14 (i), we have

thus shown the following.

Theorem 4.18. Let 𝐹 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous and 𝛾 > 0. Then

for all 𝑥 ∈ ℝ𝑛
there exists a unique proximal point

prox𝛾𝐹 (𝑥) = arg min

𝑧∈ℝ𝑛

1

2𝛾
∥𝑧 − 𝑥 ∥2 + 𝐹 (𝑧) = (Id+𝛾𝜕𝐹 )−1(𝑥).
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The usefulness of proximal mappings in optimization is that they yield a single-valued,

implicit, characterization of subgradients.

Lemma 4.19. Let 𝐹 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous, and 𝑥, 𝑥∗ ∈ ℝ𝑛
.

Then for any 𝛾 > 0,

𝑥∗ ∈ 𝜕𝐹 (𝑥) ⇔ 𝑥 = prox𝛾𝐹 (𝑥 + 𝛾𝑥∗).

Proof. Multiplying both sides of the subdifferential inclusion by 𝛾 > 0 and adding 𝑥 yields

that

𝑥∗ ∈ 𝜕𝐹 (𝑥) ⇔ 𝑥 + 𝛾𝑥∗ ∈ (Id+𝛾𝜕𝐹 ) (𝑥)
⇔ 𝑥 ∈ (Id+𝛾𝜕𝐹 )−1(𝑥 + 𝛾𝑥∗)
⇔ 𝑥 = prox𝛾𝐹 (𝑥 + 𝛾𝑥∗). □

Applying Lemma 4.19 to the Fermat principle 0 ∈ 𝜕𝐹 (𝑥) then yields the following implicit

characterization of minimizers.

Corollary 4.20. Let 𝐹 : ℝ𝑛 → ℝ be proper, convex and lower semicontinuous, and 𝛾 > 0 be

arbitrary. Then 𝑥 ∈ dom 𝐹 is a minimizer of 𝐹 if and only if

𝑥 = prox𝛾𝐹 (𝑥).

This simple result should not be underestimated: It allows replacing (explicit) set inclusions

by (implicit) Lipschitz continuous equations in optimality conditions, thus opening the

door to fixed point iterations or Newton-type methods.

Specifically for fixed point iterations, we would like to have that proximal mappings are

contractive (i.e., Lipschitz continuous with constant 𝐿 < 1). This is unfortunately not the

case, but we have the following weaker property called nonexpansivity.

Lemma 4.21. Let 𝐹 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous and 𝛾 > 0. Then

for all 𝑥, 𝑧 ∈ ℝ𝑛
,

∥prox𝛾𝐹 (𝑥) − prox𝛾𝐹 (𝑧)∥2 + ∥(Id−prox𝛾𝐹 ) (𝑥) − (Id−prox𝛾𝐹 ) (𝑧)∥2 ≤ ∥𝑥 − 𝑧∥2.

Proof. By definition, 𝑥∗ = prox𝛾𝐹 (𝑥) and 𝑧∗ = prox𝛾𝐹 (𝑧) satisfy

𝑥 − 𝑥∗ ∈ 𝜕(𝛾𝐹 ) (𝑥∗), 𝑧 − 𝑧∗ ∈ 𝜕(𝛾𝐹 ) (𝑧∗),

which implies that

⟨𝑥 − 𝑥∗, 𝑥 − 𝑥∗⟩ ≤ 𝛾𝐹 (𝑥) − 𝛾𝐹 (𝑥∗), for all 𝑥 ∈ ℝ𝑛,

⟨𝑧 − 𝑧∗, 𝑧 − 𝑧∗⟩ ≤ 𝛾𝐹 (𝑧) − 𝛾𝐹 (𝑧∗), for all 𝑧 ∈ ℝ𝑛 .
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Adding the first inequality for 𝑥 = 𝑧∗ and the second for 𝑧 = 𝑥∗ then yields

⟨(𝑥 − 𝑥∗) − (𝑧 − 𝑧∗), 𝑧∗ − 𝑥∗⟩ ≤ 0,

which we can rearrange as

⟨𝑧 − 𝑥, 𝑧∗ − 𝑥∗⟩ ≥ ∥𝑧∗ − 𝑥∗∥2.

From this, we immediately obtain

∥(𝑥 − 𝑥∗) − (𝑧 − 𝑧∗)∥2 = ∥𝑥 − 𝑧∥2 − 2⟨𝑥 − 𝑧, 𝑥∗ − 𝑧∗⟩ + ∥𝑥∗ − 𝑧∗∥
≤ ∥𝑥 − 𝑧∥2 − ∥𝑥∗ − 𝑧∗∥2.

Inserting the definitions of 𝑥∗ and 𝑧∗ now yields the claim. □

In particular, this implies that proximal mappings are Lipschitz continuous with constant

𝐿 = 1.

The following calculus rules will prove useful, which follow by substitution in the defining

minimization problem.

Lemma 4.22. Let 𝐹 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous. Then,

(i) for 𝜆 ≠ 0 and 𝑧 ∈ ℝ𝑛
we have with 𝐻 (𝑥) := 𝐹 (𝜆𝑥 + 𝑧) that

prox𝐻 (𝑥) = 𝜆−1(prox𝜆2𝐹 (𝜆𝑥 + 𝑧) − 𝑧);

(ii) for proper, convex, lower semicontinuous 𝐺 : ℝ𝑚 → ℝ and 𝛾 > 0 we have with

𝐻 (𝑥, 𝑦) := 𝐹 (𝑥) +𝐺 (𝑦) that

prox𝛾𝐻 (𝑥, 𝑦) =
(
prox𝛾𝐹 (𝑥)
prox𝛾𝐺 (𝑦)

)
.

Computing proximal points is difficult in general since evaluating prox𝐹 by its definition

entails minimizing 𝐹 . In some cases, however, it is possible to give an explicit formula for

prox𝐹 .

Example 4.23. We first consider scalar functions 𝑓 : ℝ → ℝ.

(i) 𝑓 (𝑡) = 1

2
|𝑡 |2. Since 𝑓 is differentiable, we can set the derivative of

1

2
(𝑠 − 𝑡)2 + 𝛾

2
𝑠2

to zero and solve for 𝑠 to obtain prox𝛾 𝑓 (𝑡) = (1 + 𝛾)−1𝑡 .

(ii) 𝑓 (𝑡) = |𝑡 |. By (4.2) we have that 𝜕𝑓 (𝑡) = sign(𝑡); hence 𝑠 := prox𝛾 𝑓 (𝑡) =

(Id+𝛾 sign)−1(𝑡) if and only if 𝑡 ∈ {𝑠} + 𝛾 sign(𝑠). Let 𝑡 be given and assume

this holds for some 𝑠 . We now proceed by case distinction.
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(i) 𝑠 > 0. This implies that 𝑡 = 𝑠 + 𝛾 , i.e., 𝑠 = 𝑡 − 𝛾 , and hence that 𝑡 > 𝛾 .

(ii) 𝑠 < 0. This implies that 𝑡 = 𝑠 − 𝛾 , i.e., 𝑠 = 𝑡 + 𝛾 , and hence that 𝑡 < −𝛾 .
(iii) 𝑠 = 0. This implies that 𝑡 ∈ 𝛾 [−1, 1] = [−𝛾,𝛾].
Since this yields a complete and disjoint case distinction for 𝑡 , we can conclude

that

prox𝛾 𝑓 (𝑡) =

𝑡 − 𝛾 if 𝑡 > 𝛾,

0 if 𝑡 ∈ [−𝛾,𝛾],
𝑡 + 𝛾 if 𝑡 < −𝛾 .

This mapping is also known as the soft-shrinkage or soft-thresholding operator.

(iii) 𝑓 (𝑡) = 𝛿 [−1,1] (𝑡). Here a similar case distinction shows

prox𝛾 𝑓 (𝑡) =


1 if 𝑡 > 1,

𝑡 if 𝑡 ∈ [−1, 1],
−1 if 𝑡 < −1.

For every 𝛾 > 0, the proximal point of 𝑡 is thus its projection onto [−1, 1].

Example 4.24. We can generalize Example 4.23 to ℝ𝑛
by applying Lemma 4.22 (iii) 𝑛

times. We thus obtain componentwise

(i) for 𝐹 (𝑥) = 1

2
∥𝑥 ∥2

2
=

∑𝑛
𝑖=1

1

2
𝑥2

𝑖 that

[prox𝛾𝐹 (𝑥)]𝑖 =
(

1

1 + 𝛾

)
𝑥𝑖, 1 ≤ 𝑖 ≤ 𝑛;

(ii) for 𝐹 (𝑥) = ∥𝑥 ∥1 =
∑𝑛
𝑖=1

|𝑥𝑖 | that

[prox𝛾𝐹 (𝑥)]𝑖 = ( |𝑥𝑖 | − 𝛾)+ sign(𝑥𝑖), 1 ≤ 𝑖 ≤ 𝑛;

(iii) for 𝐹 (𝑥) = 𝛿𝐵∞ (𝑥) =
∑𝑛
𝑖=1
𝛿 [−1,1] (𝑥𝑖) that

[prox𝛾𝐹 (𝑥)]𝑖 = 𝑥𝑖 − (𝑥𝑖 − 1)+ − (𝑥𝑖 + 1)− =
𝑥𝑖

max{1, |𝑥𝑖 |}
, 1 ≤ 𝑖 ≤ 𝑛.

Here we have used the convenient notation (𝑡)+ := max{𝑡, 0} and (𝑡)− := min{𝑡, 0}.

Example 4.25. For 𝐶 ⊂ ℝ𝑛
nonempty, convex, and closed, we have by definition that
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for any 𝛾 > 0,

prox𝛾𝛿𝐶
(𝑥) = arg min

𝑧∈𝐶
∥𝑧 − 𝑥 ∥ =: proj𝐶 (𝑥)

the metric projection of 𝑥 onto 𝐶 (independently of 𝛾 !).

Many more examples of projection operators and proximal mappings can be found in

[Cegielski 2012], [Boyd & Vandenberghe 2004, § 6.5], [Beck 2017], as well as at https:

//www.proximity-operator.net.

42

https://www.proximity-operator.net
https://www.proximity-operator.net


5 PROXIMAL GRADIENT METHODS

By Corollary 4.20, we can equivalently characterize minimizers of a convex function

𝐹 : ℝ𝑛 → ℝ as fixed points of the corresponding proximal mapping prox𝛾𝐹 for any 𝛾 > 0,

which opens the door to fixed point iterations. Unfortunately, evaluating the proximal

mapping is “morally” equivalent with minimizing 𝐹 (except for the added quadratic term,

which only helps somewhat), so this does not buy us anything. However, the situation is

different if we want to minimize a sum 𝐽 = 𝐹 +𝐺 of convex functions, each of which is

“prox-simple” (has an easily evaluated proximal mapping): Instead of applying the proximal

point reformulation directly to 0 ∈ 𝜕𝐽 (𝑥), we can first apply the sum rule and obtain a

𝑝 ∈ ℝ𝑛
with

(5.1)

{
𝑝 ∈ 𝜕𝐹 (𝑥),

−𝑝 ∈ 𝜕𝐺 (𝑥).

We can now replace one or both of these subdifferential inclusions by a proximal point

reformulation that only involves 𝐹 or 𝐺 .

Explicit splitting methods apply Lemma 4.19 only to the second inclusion in (5.1) to obtain{
𝑝 ∈ 𝜕𝐹 (𝑥),
𝑥 = prox𝛾𝐺 (𝑥 − 𝛾𝑝).

The corresponding fixed-point iteration then consists in

(i) choosing 𝑝𝑘 ∈ 𝜕𝐹 (𝑥𝑘);

(ii) setting 𝑥𝑘+1 = prox𝛾𝑘𝐺
(𝑥𝑘 − 𝛾𝑘𝑝𝑘)

for a suitable sequence {𝛾𝑘}𝑘∈ℕ ∈ (0,∞). This will in general notwork due to the unspecified
choice in step 1; further assumptions on 𝐹 and/or 𝐺 are required.

5.1 convergence rates for convex functions

The situation is much better if 𝐹 is smooth, since in this case 𝜕𝐹 (𝑥) = {∇𝐹 (𝑥)} is a singleton.
This leads to the proximal gradient method or forward-backward splitting method
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(5.2) 𝑥𝑘+1 = prox𝛾𝑘𝐺
(𝑥𝑘 − 𝛾𝑘∇𝐹 (𝑥𝑘)).

(The special case 𝐺 = 𝛿𝐶 – i.e., prox𝛾𝐺 (𝑥) = proj𝐶 (𝑥) – is also known as the projected gra-

dient method; for 𝐺 = ∥ · ∥1, it becomes the Iterative Soft-Thresholding Algorithm (ISTA)).

Theorem 5.1. Let 𝐹 : ℝ𝑛 → ℝ and 𝐺 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous.

Furthermore, let 𝐹 be 𝐿-smooth. Assume 𝐽 = 𝐹 +𝐺 admits a minimizer 𝑥 ∈ ℝ𝑛
. If 0 < 𝛾min ≤

𝛾𝑘 ≤ 𝐿−1
, the sequence {𝑥𝑘}𝑘∈ℕ generated by (5.2) satisfies

𝐽 (𝑥𝑘) − 𝐽 (𝑥) ≤ ∥𝑥0 − 𝑥 ∥2

2𝑘𝛾min

for all 𝑘 ∈ ℕ.

Proof. We argue similarly as in the proof of Theorem 2.1. For this purpose, we define

𝑇𝛾 : ℝ𝑛 → ℝ𝑛, 𝑥 ↦→ 𝛾−1(𝑥 − prox𝛾𝐺 (𝑥 − 𝛾∇𝐹 (𝑥))),

which allows reformulating the iteration (5.2) as

𝑥𝑘+1 = prox𝛾𝑘𝐺
(𝑥𝑘 − 𝛾𝑘∇𝐹 (𝑥𝑘)) = 𝑥𝑘 − 𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘).

Applying Lemma 4.19 to the second equality then implies that

(5.3) 𝑇𝛾𝑘 (𝑥𝑘) − ∇𝐹 (𝑥𝑘) ∈ 𝜕𝐺 (𝑥𝑘 − 𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘)).

The fundamental descent lemma (Corollary 1.3) for 𝐹 with 𝑥 = 𝑥𝑘 , 𝑦 = 𝑥𝑘+1 = 𝑥𝑘−𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘),
and 𝛾𝑘 ≤ 𝐿−1

further implies that

(5.4) 𝐹 (𝑥𝑘 − 𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘)) ≤ 𝐹 (𝑥𝑘) − 𝛾𝑘 ⟨∇𝐹 (𝑥𝑘),𝑇𝛾𝑘 (𝑥𝑘)⟩ +
𝛾2

𝑘
𝐿

2

∥𝑇𝛾𝑘 (𝑥𝑘)∥2

≤ 𝐹 (𝑥𝑘) − 𝛾𝑘 ⟨∇𝐹 (𝑥𝑘),𝑇𝛾𝑘 (𝑥𝑘)⟩ +
𝛾𝑘

2

∥𝑇𝛾𝑘 (𝑥𝑘)∥2.

Hence, using in turn (5.4), (5.3), and ∇𝐹 (𝑥) ∈ 𝜕𝐹 (𝑥), we obtain for all 𝑧 ∈ ℝ𝑛
that

𝐽 (𝑥𝑘+1) = 𝐹 (𝑥𝑘 − 𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘)) +𝐺 (𝑥𝑘 − 𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘))

≤ 𝐹 (𝑥𝑘) − 𝛾𝑘 ⟨∇𝐹 (𝑥𝑘),𝑇𝛾𝑘 (𝑥𝑘)⟩ +
𝛾𝑘

2

∥𝑇𝛾𝑘 (𝑥𝑘)∥2

+𝐺 (𝑧) + ⟨𝑇𝛾𝑘 (𝑥𝑘) − ∇𝐹 (𝑥𝑘), 𝑥𝑘 − 𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘) − 𝑧⟩

≤ 𝐹 (𝑧) + ⟨∇𝐹 (𝑥𝑘), 𝑥𝑘 − 𝑧⟩ − 𝛾𝑘 ⟨∇𝐹 (𝑥𝑘),𝑇𝛾𝑘 (𝑥𝑘)⟩ +
𝛾𝑘

2

∥𝑇𝛾𝑘 (𝑥𝑘)∥2

+𝐺 (𝑧) + ⟨𝑇𝛾𝑘 (𝑥𝑘) − ∇𝐹 (𝑥𝑘), 𝑥𝑘 − 𝑧 − 𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘)⟩

= 𝐽 (𝑧) + ⟨𝑇𝛾𝑘 (𝑥𝑘), 𝑥𝑘 − 𝑧⟩ −
𝛾𝑘

2

∥𝑇𝛾𝑘 (𝑥𝑘)∥2.
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Completing the square and using the iteration step thus shows that for all 𝑧 ∈ ℝ𝑛
,

(5.5) 𝐽 (𝑥𝑘+1) − 𝐽 (𝑧) ≤ ⟨𝑇𝛾𝑘 (𝑥𝑘), 𝑥𝑘 − 𝑧⟩ −
𝛾𝑘

2

∥𝑇𝛾𝑘 (𝑥𝑘)∥2

=
1

2𝛾𝑘

(
∥𝑥𝑘 − 𝑧∥2 − ∥𝑥𝑘 − 𝑧 − 𝛾𝑘𝑇𝛾𝑘 (𝑥𝑘)∥2

)
=

1

2𝛾𝑘

(
∥𝑥𝑘 − 𝑧∥2 − ∥𝑥𝑘+1 − 𝑧∥2

)
.

(This is known as the fundamental proximal gradient or three-point inequality.)

For 𝑧 = 𝑥𝑘 , this inequality implies that

𝐽 (𝑥𝑘+1) ≤ 𝐽 (𝑥𝑘) − 𝛾𝑘
2

∥𝑇𝛾𝑘 (𝑥𝑘)∥2,

i.e., {𝐽 (𝑥𝑘)}𝑘∈ℕ is decreasing. (The proximal gradient method is thus a descent method.)

Furthermore, summing (5.5) for 𝑧 = 𝑥 over𝑚 = 1, . . . , 𝑘 and telescoping the sum shows that

𝑘∑︁
𝑚=1

(𝐽 (𝑥𝑚) − 𝐽 (𝑥)) ≤ 1

2𝛾min

𝑘∑︁
𝑚=1

(
∥𝑥𝑚−1 − 𝑥 ∥2 − ∥𝑥𝑚 − 𝑥 ∥2

)
=

1

2𝛾min

(
∥𝑥0 − 𝑥 ∥2 − ∥𝑥𝑘 − 𝑥 ∥2

)
≤ 1

2𝛾min

∥𝑥0 − 𝑥 ∥2.

Since {𝐽 (𝑥𝑘)}𝑘∈ℕ is decreasing, this implies that

𝐽 (𝑥𝑘) − 𝐽 (𝑥) ≤ 1

𝑘

𝑘∑︁
𝑚=1

(𝐽 (𝑥𝑚) − 𝐽 (𝑥)) ≤ 1

2𝑘𝛾min

∥𝑥0 − 𝑥 ∥2

as claimed. □

If either 𝐹 or 𝐺 is in addition strongly convex, we can use a nonsmooth version of the

strong gradient inequality Theorem 1.4 (iii) to obtain convergence at a linear rate.

Theorem 5.2. Let 𝐹 : ℝ𝑛 → ℝ and 𝐺 : ℝ𝑛 → ℝ be proper and lower semicontinuous.

Furthermore, let 𝐹 be 𝐿-smooth and 𝜇𝐹 -convex and 𝐺 be 𝜇𝐺 -convex with 𝜇𝐹 , 𝜇𝐺 ≥ 0 and

𝜇𝐹 + 𝜇𝐺 > 0. Assume 𝐽 = 𝐹 + 𝐺 admits a minimizer 𝑥 ∈ ℝ𝑛
. Then the iterates {𝑥𝑘}𝑘∈ℕ

generated by (5.2) with 𝛾𝑘 =
1

𝐿
satisfy

𝐽 (𝑥𝑘) − 𝐽 (𝑥) + 1 + 𝐿𝜇𝐺
2𝐿

∥𝑥𝑘 − 𝑥 ∥2 ≤
(

1 − 𝐿𝜇𝐹
1 + 𝐿𝜇𝐺

)𝑘
1 + 𝐿𝜇𝐺

2𝐿
∥𝑥0 − 𝑥 ∥2

for all 𝑘 ∈ ℕ.

Note that the term in parentheses is smaller than 1 as long as either 𝐹 or 𝐺 is strongly

convex.
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5 proximal gradient methods

5.2 acceleration

Just like gradient descent, we can accelerate the proximal gradient method using Nesterov’s

approach: Set 𝜏0 = 1 and 𝑦0 = 𝑥0 ∈ ℝ𝑛
, and iterate

(5.6)



𝑥𝑘+1 = prox𝛾𝑘𝐺
(𝑦𝑘 − 𝛾𝑘∇𝐹 (𝑦𝑘))

𝜏𝑘+1 =
1

2

(
1 +

√︃
4𝜏2

𝑘
+ 1

)
𝑦𝑘+1 = 𝑥𝑘+1 + 𝜏𝑘 − 1

𝜏𝑘+1

(𝑥𝑘+1 − 𝑥𝑘)

(or equivalently using the simpler extrapolation 𝛽𝑘 =
𝑘−1

𝑘+1
). For the special case 𝐺 = ∥ · ∥1,

this is also known as the Fast Iterative Soft-Thresholding Algorithm (FISTA).

The convergence proof is very similar to that for Nesterov’s optimal method (2.10), which

serves as a useful recap.

Theorem 5.3. Let 𝐹 : ℝ𝑛 → ℝ and𝐺 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous.

Furthermore, let 𝐹 be 𝐿-smooth. Assume 𝐽 = 𝐹 + 𝐺 admits a minimizer 𝑥 ∈ ℝ𝑛
. Then for

𝛾𝑘 =
1

𝐿
, the sequence {𝑥𝑘}𝑘∈ℕ generated by (5.6) satisfies

𝐽 (𝑥𝑘) − 𝐽 (𝑥) ≤ 2𝐿

𝑘2
∥𝑥0 − 𝑥 ∥2

for all 𝑘 ∈ ℕ.

Proof. First, from the relation 𝑥𝑘+1 = prox𝐿−1𝐹𝑦
𝑘 − 𝐿−1∇𝑓 (𝑦𝑘)), we obtain once more the

fundamental proximal gradient inequality

𝐽 (𝑥𝑘+1) − 𝐽 (𝑧) ≤ 𝐿

2

(
∥𝑦𝑘 − 𝑧∥2 − ∥𝑥𝑘+1 − 𝑧∥2

)
for any 𝑧 ∈ ℝ𝑛

(note the use of 𝑦𝑘 instead of 𝑥𝑘 ).

The remaining steps are now very similar to that for the accelerated gradient method. We

get to the point quickly, for we are well prepared. The key idea is again to pick 𝑧 as a convex

combination, this time of 𝑥𝑘 and 𝑥 . Specifically, we pick for 𝑡 ≥ 1 (such that 𝑡−1 ∈ (0, 1])

𝑧 =
1

𝑡
𝑥 +

(
1 − 1

𝑡

)
𝑥𝑘 =

𝑥 + (𝑡 − 1)𝑥𝑘
𝑡

.

Using the convexity of 𝐽 and multiplying with 𝑡2 > 0, we obtain from the proximal gradient

inequality

𝑡2𝐽 (𝑥𝑘+1) + 𝐿

2

∥𝑡𝑥𝑘+1 − 𝑥 − (𝑡 − 1)𝑥𝑘 ∥2 ≤ 𝑡 (𝑡 − 1) 𝐽 (𝑥𝑘) + 𝑡 𝐽 (𝑥)

+ 𝐿

2

∥𝑡𝑦𝑘 − 𝑥 − (𝑡 − 1)𝑥𝑘 ∥2
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Subtracting 𝑡2𝐽 (𝑥) from both sides, this becomes

𝑡2(𝐽 (𝑥𝑘+1) − 𝐽 (𝑥)) + 𝐿

2

∥𝑡𝑥𝑘+1 − 𝑥 − (𝑡 − 1)𝑥𝑘 ∥2

≤ (𝑡2 − 𝑡) (𝐽 (𝑥𝑘) − 𝐽 (𝑥)) + 𝐿

2

∥𝑡𝑦𝑘 − 𝑥 − (𝑡 − 1)𝑥𝑘 ∥2.

Now we are almost done: Setting 𝑡 = 𝜏𝑘 such that 𝜏2

𝑘
− 𝜏𝑘 = 𝜏2

𝑘−1
makes the weights match;

using the recursion for 𝑦𝑘 yields

𝜏𝑘𝑦
𝑘 − (𝜏𝑘 − 1)𝑥𝑘 = 𝑥𝑘 − 𝜏𝑘 (𝑥𝑘 − 𝑦𝑘) = 𝑥𝑘 + (𝜏𝑘−1 − 1) (𝑥𝑘 − 𝑥𝑘−1)

= 𝜏𝑘−1𝑥
𝑘 − (𝜏𝑘−1 − 1)𝑥𝑘−1

and hence the norms match as well.

We have therefore shown that with these choices and the relation 𝜏2

𝑘−1
= 𝜔𝑘 , we again have

that

𝜑𝑘 := 𝜔𝑘

(
𝐽 (𝑥𝑘) − 𝐽 (𝑥)

)
+ 𝐿

2

∥𝜏𝑘−1𝑥
𝑘 − (𝜏𝑘−1 − 1)𝑥𝑘−1 − 𝑥 ∥2

defines a decreasing potential sequence, and using𝜔0 = 0 and𝜔𝑘 ≥ 𝑘2

4
as well as 𝜏−1 = 𝜏0 = 1

(so that 𝑦0 = 𝑥0
) we obtain from that the claimed estimate

𝑘2

4

(
𝐽 (𝑥𝑘) − 𝐽 (𝑥)

)
≤ 𝜑𝑘 ≤ 𝜑0 =

𝐿

2

∥𝑥0 − 𝑥 ∥2. □

As for accelerated gradient descent, we can obtain convergence at a linear rate for strongly

convex 𝐹 with a constant extrapolation: If 𝐹 is 𝐿-smooth and 𝜇-convex, set 𝜅 :=
𝜇

𝐿
and

iterate

(5.7)


𝑥𝑘+1 = prox𝐿−1𝐺 (𝑦𝑘 − 𝐿−1∇𝐹 (𝑦𝑘))

𝑦𝑘+1 = 𝑥𝑘+1 + 1 −
√
𝜅

1 +
√
𝜅
(𝑥𝑘+1 − 𝑥𝑘)

By similar arguments as for Theorem 5.3 using a “strong three-point inequality” (and more

tedious algebraic manipulations), one can show the following version of Theorem 2.9, see

[Beck 2017, Thm. 10.42]:

Theorem 5.4. Let 𝐹 : ℝ𝑛 → ℝ and𝐺 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous.

Furthermore, let 𝐹 be 𝐿-smooth and 𝜇-convex. Assume 𝐽 = 𝐹 +𝐺 admits a minimizer 𝑥 ∈ ℝ𝑛
.

Then the sequence {𝑥𝑘}𝑘∈ℕ generated by (5.7) satisfies

𝐽 (𝑥𝑘) − 𝐽 (𝑥) ≤
(
1 −

√︂
𝜇

𝐿

)𝑘 (
𝐽 (𝑥0) − 𝐽 (𝑥) + 𝜇

2

∥𝑥0 − 𝑥 ∥2

)
.
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One powerful tool in optimization is duality, which links solutions to an optimization

problem with those of a dual problem. This dual problem may be easier to solve than

the original primal problem; it also gives additional information on solutions that can

be exploited for algorithms. Again, convex problems allow a particularly strong duality

theory.

6.1 fenchel conjugates

Let 𝐹 : ℝ𝑛 → ℝ be proper but not necessarily convex. We then define the Fenchel conjugate

of 𝐹 as

𝐹 ∗ : ℝ𝑛 → ℝ, 𝐹 ∗(𝑥∗) = sup

𝑥∈ℝ𝑛

⟨𝑥∗, 𝑥⟩ − 𝐹 (𝑥).

(Since dom 𝐹 ≠ ∅ is excluded, we have that 𝐹 ∗(𝑥∗) > −∞ for all 𝑥∗ ∈ ℝ𝑛
, and hence the

definition is meaningful.) Lemma 4.2 (v) immediately imply that 𝐹 ∗ is always convex and
lower semicontinuous (as long as 𝐹 is indeed proper). If 𝐹 is bounded from below by an

affine functional (which is always the case if 𝐹 is proper, convex, and lower semicontinuous

by Theorem 4.4), then 𝐹 ∗ is proper as well. Finally, the definition directly yields the Fenchel–

Young inequality

(6.1) ⟨𝑥∗, 𝑥⟩ ≤ 𝐹 (𝑥) + 𝐹 ∗(𝑥∗) for all 𝑥 ∈ ℝ𝑛, 𝑥∗ ∈ ℝ𝑛 .

Intuitively, 𝐹 ∗(𝑥∗) is the (negative of the) affine part of the tangent to 𝐹 (in the point 𝑥

in which the supremum is attained) with slope 𝑥∗. If we conjugate again, we obtain the

biconjugate 𝐹 ∗∗ := (𝐹 ∗)∗, which is always convex and lower semicontinous even if 𝐹 isn’t.

Intuitively, 𝐹 ∗∗ is the convex hull of 𝐹 , which by Theorem 4.4 coincides with 𝐹 if 𝐹 is convex

and lower semicontinuous.

Theorem 6.1 (Fenchel–Moreau–Rockafellar). Let 𝐹 : ℝ𝑛 → ℝ be proper. Then:

(i) 𝐹 ∗∗ ≤ 𝐹 ;

(ii) 𝐹 ∗∗ = 𝐹 Γ ;

(iii) 𝐹 ∗∗ = 𝐹 if and only if 𝐹 is convex and lower semicontinuous.
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Proof. For (i), we take the supremum over all 𝑥∗ ∈ ℝ𝑛
in the Fenchel–Young inequality

(6.1) and obtain that

𝐹 (𝑥) ≥ sup

𝑥∗∈ℝ𝑛

⟨𝑥∗, 𝑥⟩ − 𝐹 ∗(𝑥∗) = 𝐹 ∗∗(𝑥).

For (ii), we first note that 𝐹 ∗∗ is convex and lower semicontinuous by definition as a Fenchel

conjugate as well as proper by (i). Hence, Theorem 4.4 yields that

𝐹 ∗∗(𝑥) = (𝐹 ∗∗)Γ (𝑥) = sup {𝑎(𝑥) | 𝑎 : ℝ𝑛 → ℝ affine with 𝑎 ≤ 𝐹 ∗∗} .

We now show that we can replace 𝐹 ∗∗ with 𝐹 on the right-hand side. For this, let 𝑎(𝑥) =
⟨𝑥∗, 𝑥⟩ − 𝛼 with arbitrary 𝑥∗ ∈ ℝ𝑛

and 𝛼 ∈ ℝ. If 𝑎 ≤ 𝐹 ∗∗, then (i) implies that 𝑎 ≤ 𝐹 .

Conversely, if 𝑎 ≤ 𝐹 , we have that ⟨𝑥∗, 𝑥⟩ − 𝐹 (𝑥) ≤ 𝛼 for all 𝑥 ∈ ℝ𝑛
, and taking the

supremum over all 𝑥 ∈ ℝ𝑛
yields that 𝛼 ≥ 𝐹 ∗(𝑥∗). By definition of 𝐹 ∗∗, we thus obtain that

𝑎(𝑥) = ⟨𝑥∗, 𝑥⟩ − 𝛼 ≤ ⟨𝑥∗, 𝑥⟩ − 𝐹 ∗(𝑥∗) ≤ 𝐹 ∗∗(𝑥) for all 𝑥 ∈ 𝑋,

i.e., 𝑎 ≤ 𝐹 ∗∗.

Statement (iii) now directly follows from (ii) and Theorem 4.4. □

We again consider some relevant examples.

Theorem 6.2. Let 𝐵 := {𝑥 ∈ ℝ𝑛 | ∥𝑥 ∥ ≤ 1} and 𝐹 = 𝛿𝐵 . Then 𝐹
∗(𝑥∗) = ∥𝑥∗∥∗ for the corre-

sponding dual norm.

Proof. By definition of the dual norm, we have for all 𝑥∗ ∈ ℝ𝑛
that

(𝛿𝐵)∗(𝑥∗) = sup

𝑥∈ℝ𝑛

⟨𝑥∗, 𝑥⟩ − 𝛿𝐵 (𝑥) = sup

∥𝑥 ∥≤1

⟨𝑥∗, 𝑥⟩ = ∥𝑥∗∥∗. □

Theorem 6.3. Let 𝐹 (𝑥) = ∥𝑥 ∥ with dual norm ∥ · ∥∗ and 𝐵∗ := {𝑥∗ ∈ ℝ𝑛 | ∥𝑥∗∥∗ ≤ 1}. Then
𝐹 ∗(𝑥∗) = 𝛿𝐵∗ (𝑥∗).

Proof. Let 𝑥∗ ∈ ℝ𝑛
be arbitrary. Then we distinguish two cases:

(i) ∥𝑥∗∥∗ ≤ 1. Arguing as in the proof of Theorem 4.10, we then deduce that ⟨𝑥∗, 𝑥⟩ −
∥𝑥 ∥ ≤ 0 for all 𝑥 ∈ ℝ𝑛

. Furthermore, ⟨𝑥∗, 0⟩ = 0 = ∥0∥, which implies that

𝐹 ∗(𝑥∗) = sup

𝑥∈ℝ𝑛

⟨𝑥∗, 𝑥⟩ − ∥𝑥 ∥ = 0.

(ii) ∥𝑥∗∥∗ > 1. By definition of the dual norm there then exists an 𝑥0 ∈ ℝ𝑛
with ⟨𝑥∗, 𝑥0⟩ >

∥𝑥0∥. Hence, taking 𝑡 → ∞ in

0 < 𝑡 (⟨𝑥∗, 𝑥0⟩ − ∥𝑥0∥) = ⟨𝑥∗, 𝑡𝑥0⟩ − ∥𝑡𝑥0∥ ≤ 𝐹 ∗(𝑥∗),

yields 𝐹 ∗(𝑥∗) =∞. □
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Similarly to Theorem 4.13, we can show that separable functions can be conjugated term

by term.

Theorem 6.4. Let 𝐹 : ℝ𝑛 → ℝ be proper and separable, i.e., 𝐹 (𝑥) = ∑𝑛
𝑖=1
𝑓𝑖 (𝑥𝑖) for 𝑓𝑖 : ℝ → ℝ

proper. Then

𝐹 ∗(𝑥∗) =
𝑛∑︁
𝑖=1

𝑓 ∗𝑖 (𝑥∗𝑖 ) for all 𝑥∗ = (𝑥∗
1
, . . . , 𝑥∗𝑛)𝑇 ∈ ℝ𝑛 .

Proof. By the definition of the Fenchel conjugate, we immediately obtain

𝐹 ∗(𝑥∗) = sup

𝑥∈ℝ𝑛

⟨𝑥∗, 𝑥⟩ − 𝐹 (𝑥) = sup

𝑥∈ℝ𝑛

𝑛∑︁
𝑖=1

𝑥∗𝑖 𝑥𝑖 − 𝑓𝑖 (𝑥𝑖) =
𝑛∑︁
𝑖=1

sup

𝑥𝑖∈ℝ

[
𝑥∗𝑖 𝑥𝑖 − 𝑓𝑖 (𝑥𝑖)

]
=

𝑛∑︁
𝑖=1

𝑓 ∗𝑖 (𝑥∗𝑖 ),

since by separability each summand can be maximized independently. □

We note several useful calculus rules, which follow from suitable transformations of the

supremum taken in the definition.

Lemma 6.5. Let 𝐹 : ℝ𝑛 → ℝ be proper. Then:

(i) (𝛼𝐹 )∗ = 𝛼𝐹 ∗ ◦ (𝛼−1
Id) for 𝛼 > 0;

(ii) (𝐹 (· + 𝑥0) + ⟨𝑥∗
0
, ·⟩)∗ = 𝐹 ∗(· − 𝑥∗

0
) − ⟨· − 𝑥∗

0
, 𝑥0⟩ for all 𝑥0, 𝑥

∗
0
∈ ℝ𝑛

;

(iii) (𝐹 ◦𝐴)∗ = 𝐹 ∗ ◦𝐴−∗
for 𝐴 ∈ ℝ𝑛×𝑛

invertible and 𝐴−∗
:= (𝐴−1)∗.

There are some obvious similarities between the definitions of the Fenchel conjugate and

of the subdifferential, which yield the following very useful property.

Theorem 6.6. Let 𝐹 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous. Then the following

statements are equivalent for every 𝑥 ∈ ℝ𝑛
and 𝑥∗ ∈ ℝ𝑛

:

(i) ⟨𝑥∗, 𝑥⟩ = 𝐹 (𝑥) + 𝐹 ∗(𝑥∗);

(ii) 𝑥∗ ∈ 𝜕𝐹 (𝑥);

(iii) 𝑥 ∈ 𝜕𝐹 ∗(𝑥∗).
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Proof. If (i) holds, the definition of 𝐹 ∗ as a supremum immediately implies that

(6.2) ⟨𝑥∗, 𝑥⟩ − 𝐹 (𝑥) = 𝐹 ∗(𝑥∗) ≥ ⟨𝑥∗, 𝑥⟩ − 𝐹 (𝑥) for all 𝑥 ∈ ℝ𝑛,

which again by definition is equivalent to (ii). Conversely, taking the supremum over all

𝑥 ∈ ℝ𝑛
in (6.2) yields

⟨𝑥∗, 𝑥⟩ ≥ 𝐹 (𝑥) + 𝐹 ∗(𝑥∗),
which together with the Fenchel–Young inequality (6.1) leads to (i).

Similarly, (i) together with Theorem 6.1 shows that for all 𝑥∗ ∈ ℝ𝑛
,

⟨𝑥∗, 𝑥⟩ − 𝐹 ∗(𝑥∗) = 𝐹 (𝑥) = 𝐹 ∗∗(𝑥) ≥ ⟨𝑥∗, 𝑥⟩ − 𝐹 ∗(𝑥∗),

yielding as above the equivalence of (i) and (iii). □

Theorem 6.6 plays the role of a “convex inverse function theorem” and can be used to,

e.g., replace the subdifferential of a (complicated) norm with that of a (simpler) conjugate

indicator functional (or vice versa). This also yields further calculus rules for proximal

mappings.

Theorem 6.7 (Moreau decomposition). Let 𝐹 : ℝ𝑛 → ℝ be proper, convex, and lower

semicontinuous. Then we have for all 𝑥 ∈ ℝ𝑛
that

𝑥 = prox𝐹 (𝑥) + prox𝐹 ∗ (𝑥).

Proof. Setting𝑤 = prox𝐹 (𝑥), Lemma 4.19 and Theorem 6.6 imply that

𝑤 = prox𝐹 (𝑥) = prox𝐹 (𝑤 + (𝑥 −𝑤)) ⇔ 𝑥 −𝑤 ∈ 𝜕𝐹 (𝑤)
⇔ 𝑤 ∈ 𝜕𝐹 ∗(𝑥 −𝑤)
⇔ 𝑥 −𝑤 = prox𝐹 ∗ ((𝑥 −𝑤) +𝑤) = prox𝐹 ∗ (𝑥). □

Combining this with the calculus rules Lemmas 4.22 and 6.5 for proximal mappings and

Fenchel conjugates, we obtain the following generalization which can be used to derive

Example 4.23 (iii).

Corollary 6.8. Let 𝐹 : ℝ𝑛 → ℝ be proper, convex, and lower semicontinuous and 𝛾 > 0. Then

prox𝛾𝐹 ∗ (𝑥) = 𝑥 − 𝛾 prox𝛾−1𝐹 (𝛾−1𝑥);
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We now apply Fenchel duality to optimization problems of the form

(P) inf

𝑥∈ℝ𝑛
𝐹 (𝑥) +𝐺 (𝐴𝑥)

for 𝐹 : ℝ𝑛 → ℝ and𝐺 : ℝ𝑚 → ℝ proper, convex, and lower semicontinuous and𝐴 ∈ ℝ𝑚×𝑛
.

Using Theorem 6.1, we can replace 𝐺 with the definition of 𝐺∗∗
to obtain

inf

𝑥∈ℝ𝑛
sup

𝑦∗∈ℝ𝑚

𝐹 (𝑥) + ⟨𝑦∗, 𝐴𝑥⟩ −𝐺∗(𝑦∗).

If(!) we were now able to exchange inf and sup, we could write (with inf 𝐹 = − sup(−𝐹 ))

inf

𝑥∈ℝ𝑛
sup

𝑦∗∈ℝ𝑚

𝐹 (𝑥) + ⟨𝑦∗, 𝐴𝑥⟩ −𝐺∗(𝑦∗) = sup

𝑦∗∈ℝ𝑚

inf

𝑥∈ℝ𝑛
𝐹 (𝑥) + ⟨𝑦∗, 𝐴𝑥⟩ −𝐺∗(𝑦∗)

= sup

𝑦∗∈ℝ𝑚

−
(

sup

𝑥∈ℝ𝑛

−𝐹 (𝑥) + ⟨−𝐴∗𝑦∗, 𝑥⟩
)
−𝐺∗(𝑦∗).

By definition of 𝐹 ∗, we thus obtain the dual problem

(D) sup

𝑦∗∈ℝ𝑚

−𝐹 ∗(−𝐴∗𝑦∗) −𝐺∗(𝑦∗).

As a side effect, we have shifted the operator 𝐴 from 𝐺 to 𝐹 ∗ without having to invert it.

The following theorem uses in an elegant way the Fermat principle, the sum and chain rules,

and the Fenchel–Young equality to derive sufficient conditions for the exchangeability.

Theorem 6.9 (Fenchel–Rockafellar). Let 𝐹 : ℝ𝑛 → ℝ and 𝐺 : ℝ𝑚 → ℝ be proper, convex,

and lower semicontinous and 𝐴 ∈ ℝ𝑚×𝑛
. Assume further more that

(i) the primal problem (P) admits a solution 𝑥 ∈ ℝ𝑛
;

(ii) there exists an 𝑥0 ∈ dom 𝐹 ∩ dom(𝐺 ◦𝐴) such that 𝐴𝑥0 ∈ int(dom𝐺).

Then the dual problem (D) admits a solution 𝑦∗ ∈ ℝ𝑚 and

(6.3) min

𝑥∈ℝ𝑛
𝐹 (𝑥) +𝐺 (𝐴𝑥) = max

𝑦∗∈ℝ𝑚
−𝐹 ∗(−𝐴∗𝑦∗) −𝐺∗(𝑦∗).

Furthermore, 𝑥 and 𝑦∗ are solutions to (P) and (D), respectively, if and only if they satisfy the

Fenchel extremality conditions

(E)

{−𝐴∗𝑦∗ ∈ 𝜕𝐹 (𝑥),
𝑦∗ ∈ 𝜕𝐺 (𝐴𝑥).
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6.2 primal-dual splitting

Fenchel duality can also be used to derive algorithms tailored to problems of the form

min

𝑥∈ℝ𝑛
𝐹 (𝑥) +𝐺 (𝐴𝑥)

for 𝐹 : ℝ𝑛 → ℝ and𝐺 : ℝ𝑚 → ℝ proper, convex, and lower semicontinuous, and𝐴 ∈ ℝ𝑚×𝑛
.

Applying Theorem 6.9 and Theorem 6.6 to such a problem yields the Fenchel extremality

conditions

(6.4)

{−𝐴∗𝑦 ∈ 𝜕𝐹 (𝑥),
𝑦 ∈ 𝜕𝐺 (𝐴𝑥),

⇔
{−𝐴∗𝑦 ∈ 𝜕𝐹 (𝑥),

𝐴𝑥 ∈ 𝜕𝐺∗(𝑦),
which can be reformulated using Lemma 4.19 as

(6.5)

{
𝑥 = prox𝜏𝐹 (𝑥 − 𝜏𝐴∗𝑦),
𝑦 = prox𝜎𝐺∗ (𝑦 + 𝜎𝐴𝑥),

for arbitrary 𝜎, 𝜏 > 0. This suggests the fixed-point iteration

(6.6)

{
𝑥𝑘+1 = prox𝜏𝐹 (𝑥𝑘 − 𝜏𝐴∗𝑦𝑘),
𝑦𝑘+1 = prox𝜎𝐺∗ (𝑦𝑘 + 𝜎𝐴𝑥𝑘+1),

(where we have left the step sizes constant for simplicity). However, there is still one

issue: while (6.5) is a joint fixed-point equation for (𝑥, 𝑦∗), the iteration (6.6) is in fact an

alternating fixed-point iteration for 𝑥𝑘 and 𝑦𝑘 , respectively – and such alternating iterations

do not converge in general.

Luckily, it turns out that by inserting a simple extrapolation step for 𝑥𝑘+1
, it is possible to

sufficiently couple the steps to interpret them as a joint fixed-point iteration for (𝑥𝑘 , 𝑦𝑘).
This yields the primal-dual proximal splitting method, also known as the primal-dual hybrid

gradient method (modified) (PDHGM) or Chambolle–Pock method:

(6.7)


𝑥𝑘+1 = prox𝜏𝐹 (𝑥𝑘 − 𝜏𝐴∗𝑦𝑘),
𝑥𝑘+1 = 2𝑥𝑘+1 − 𝑥𝑘 ,
𝑦𝑘+1 = prox𝜎𝐺∗ (𝑦𝑘 + 𝜎𝐴𝑥𝑘+1).

While this iteration is implicit with respect to 𝐹 and 𝐺 , it still includes explicit steps with

respect to 𝐴 (compare the proximal gradient method). It is therefore not surprising that we

need to observer step size restrictions – in terms of 𝐴 – to ensure convergence.

Theorem 6.10. Let 𝐹 : ℝ𝑛 → ℝ, 𝐺 : ℝ𝑚 → ℝ, and 𝐴 ∈ ℝ𝑚×𝑛
satisfy the assumptions of

Theorem 6.9. If 𝜎𝜏 ∥𝐴∥2 < 1, then the sequence {(𝑥𝑘 , 𝑦𝑘)}𝑘∈ℕ generated by (6.7) converges to

some (𝑥, 𝑦) ∈ ℝ𝑛 ×ℝ𝑚 satisfying (6.4).

Convergence rates require additional assumptions such as strong convexity for at least

one of 𝐹 or 𝐺 .
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